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Abstract

In this paper we consider the following online pricing
problem. An auctioneer is selling identical items in
unlimited supply, whereas each bidder from a given set
is interested in purchasing a single copy of the item.
Each bidder is characterized by a budget and a time
interval, in which he is considering to buy the item.
Bidders are willing to buy the item at the earliest time
provided it is within their time intervals and the price at
that time is within their budgets. We call such bidders
impatient bidders. The problem is considered in the
online setting, i.e., each bidder arrives at the start of
his time interval, and only then an algorithm learns of
his existence and his budget. The goal of the seller is
to set the price of the item over time so that the total
revenue is maximized.

The impatient bidders problem was introduced by
Bansal et al. [TALG’10], where the authors consid-
ered the online setting in which whenever a bidder ar-
rives, the algorithm learns the end of his time interval
(called his deadline). Bansal et al. showed that the
competitive ratio for deterministic algorithms is lower
bounded by Ω(

√
log h) and upper bounded by O(log h),

whereas in the randomized setting the gap was between
Ω(
√

log log h/ log log log h) and O(log log h). Here, we
assume that all budgets are in [1, h].

We study two versions of the impatient bidders
problem: the one of Bansal et al., and a more restricted
setting in which the deadline of each bidder remains
unknown until it is hit. We give tight bounds for both
settings. Rather surprisingly, in both cases the optimum
competitive ratios are the same. In particular we prove
that the competitive ratio of an optimum deterministic
algorithm is Θ(log h/ log log h), whereas for randomized
algorithms it is Θ(log log h).

We also consider the Veblen bidders problem, where
each bidder is only interested in buying the good at a
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given price level. If its price drops below that level at
any point within their time interval, but before they buy
it, they lose interest in buying the good. The Veblen
bidders problem plays a twofold role in our paper. Not
only is it interesting by itself, but it is also the core idea
in our proofs for the impatient bidders problem.

1 Introduction

In this paper we consider the following online pricing
problem, introduced by Bansal et al. [2]. An auctioneer
is selling identical items in unlimited supply, whereas
each bidder from a given set is interested in purchasing a
single copy of the item. Each bidder is characterized by
a budget and a time interval, in which he is considering
to buy the item. Bidders are willing to buy the item
at the earliest time provided it is within their time
intervals and the price at that time is within their
budgets. We call such bidders impatient bidders. The
problem is considered in the online setting, i.e., each
bidder arrives at the start of his time interval, and only
then an algorithm learns of his existence and his budget.
The goal of the seller is to set the price of the item over
time so that the total revenue is maximized.

Additionally, we formulate a related online problem
called the Veblen Bidders problem. In contrast to the
Impatient Bidders problem, each bidder is interested
in buying the good only at a given price level, where a
price level intuitively corresponds to a bucket of similar
prices. If its price drops below that level at any point
within their time interval, but before they buy it, they
lose interest in buying the good. The Veblen Bidders
problem plays a twofold role in our paper. On one
hand, it is interesting by itself, as there are many
examples of Veblen goods [13], i.e., products that people
no longer buy when price becomes too low. For example
specific brands of smartphones are considered to be
Veblen goods in some countries. On the other hand, the
Veblen Bidders problem is the core idea in our proof
technique for the Impatient Bidders problem. We
use it to decouple the revenue extracted from bidders
with different budgets by imposing that agents with



budgets higher than the current price do not give any
revenue. With this assumption we just need to look at
the revenue given by a group of bidders with the same
price level.

Unlimited supply of a good corresponds to settings
where either the seller has enough items to fulfill the
demands of all bidders or the good can be re-produced
at a negligible marginal cost, e.g., electronic gadgets
are usually cheap to produce, but expensive to design.
This unlimited supply scenario is also appropriate when
selling digital goods [8, 9]. For example, consider pay-
per-view services. When a new movie is released,
customers are interested in watching the movie within
the next two weeks. As time goes by, customers either
lose interest in watching the movie, or find alternative
venues. It is not difficult to imagine similar scenarios
occuring when selling downloadable digital music, or
even network bandwidth.

Known results The impatient bidders problem
was introduced by Bansal et al. [2], where the authors
considered the online setting in which whenever a bidder
arrives, the algorithm learns the end of his time interval
(called his deadline)1. Bansal et al. showed that the
competitive ratio for deterministic algorithms is lower
bounded by Ω(

√
log h) and upper bounded by O(log h),

whereas in the randomized setting the gap was between
Ω(
√

log log h/ log log log h) and O(log log h). Here, we
assume that all budgets are in [1, h].

Our results We study two versions of the impa-
tient bidders problem: the one of Bansal et al., but
also a more restricted setting in which the deadline of
each bidder remains unknown until it is hit. We give
tight bounds for both settings. Rather surprisingly, in
both cases the optimum competitive ratios are the same.
In particular we prove that the competitive ratio of an
optimum deterministic algorithm is Θ(log h/ log log h),
whereas for randomized algorithms it is Θ(log log h).

We start by studying the relation between Impa-
tient Bidders and Veblen Bidders in Section 2.
In particular, we show that any f(k)-competitive al-
gorithm for the Veblen Bidders problem implies an
O(f(log2 h))-competitive algorithm for the Impatient
Bidders problem, where k is the number of price levels.
Similar reduction works in the other direction and any
g(h)-competitive algorithm for the Impatient Bidders
problem implies an O(g(2k))-competitive algorithm for
the Veblen Bidders problem. These reductions, as
well as all bounds stated below, hold both with and
without the knowledge of deadlines. In particular our
algorithms do not require the knowledge of deadlines,

1We note that [2] contains a misleading claim that this
knowledge is not needed. This, however, is not the case, as was

confirmed by one of the authors [1].

whereas in our lower bounds the algorithm is allowed
to use them. Having proved these two reductions, we
concentrate on the conceptually simpler Veblen Bid-
ders problem. In the deterministic case we give a
tight Θ(k/ log k) bound (Sections 3 and 4). Our de-
terministic algorithm is based on a precise tradeoff be-
tween minimizing the revenue lost from bidders with
levels larger than the selected level, and maximizing
the revenue extracted in the current round. Next, in
Sections 5 and 6, we consider randomized algorithms
for the Veblen Bidders problem and prove a tight
Θ(log k) bound on the competitive ratio in this case.
Here, the core algorithmic idea is to reduce the problem
to the case when no new bidders arrive. This reduction
requires randomized guessing and increases the compet-
itive ratio by an O(log k) factor. However, the resulting
simpler problem can be solved with constant competi-
tive ratio.

Related work Revenue maximizing pricing algo-
rithms have drawn a lot of attention in the computer
science literature recently (see, e.g., [2, 3, 4, 5, 6, 7, 10,
11, 12]). The most common approach is to assume per-
fect knowledge of all consumer valuations that could be
obtained via market analysis. For the problems consid-
ered in this paper, this would mean that the seller can
obtain perfect knowledge of bidders’ budgets and time
intervals via market analysis. In such a case the seller
could compute a sequence of prices to maximize his rev-
enue by the technique of dynamic programming. This is
essentially the offline version of the problem. However,
obtaining such knowledge is not really feasible. It seems
reasonable that the seller knows the budgets of the bid-
ders when they arrive, but it is rather unlikely that he
would know in advance the exact moments when they
arrive or leave. These observations are reflected by our
model’s definition.

We note that a related model was studied by Cygan
et al. [5], where given the budgets of the bidders at each
time unit the seller can only sell a single item to a single
bidder. Moreover, in [5] it was assumed that bidders
only leave the system according to Poisson distribution.

In our model we assume that bidders report their
values truthfully. However, one can also allow bidders
to strategize and to let them tell the seller not their
true values. To cope with this problem one tries to
design incentive compatible auctions. Bar-Yossef et
al. [3] studied an online model in which the seller
receives bids from bidders in sequence and determines
whether to sell the item to bidders. By using the idea
of random sampling, they design a randomized auction
that yields revenue within a factor Ω(exp(

√
log log h))

of the optimal fixed price revenue. Koutsoupias and
Pierrakos [11] studied a similar online model under the



assumption of random arrivals of bidders. Note that
the online models considered in [3, 11] differ from ours
in that they consider only a single bidder at each time
unit. This makes it easier to discriminate between the
bidders in the auction. For example, bidders with the
same budget arriving at slightly different time units can
be charged very differently. In our problem, once the
price is announced, all bidders who have budgets not
smaller then this price, purchase the item.

2 Preliminaries

Let us start with a formal definition of the Impatient
Bidders problem in the offline setting.

Impatient Bidders
Input: An integer h, a set of bidders B together with
functions budget : B → {1, . . . , h} and s, e : B → N,
where [s(b), e(b)) is the time interval over which bidder
b considers buying an item, and budget(b) is his
budget.
Goal: Find a pricing scheme p : N → N, maximizing
the sum

∑
b∈B g(b), where g(b) = p(t), for minimum

t ∈ N satisfying s(b) ≤ t < e(b) and p(t) ≤ budget(b),
or g(b) = 0 if no such t exists.

In the online setting we assume that the algorithm
does not know the time intervals [s(b), e(b)) and gets to
know about existence of bidder b, his budget budget(b),
and possibly his deadline e(b) at the beginning of the
time unit s(b).

In the following we will show that the Impatient
Bidders problem is closely related to a problem called
the Veblen Bidders problem, which is much simpler
to work with. For technical reasons we assume that
in the Veblen Bidders problem we are selling an
infinite supply of a divisible good2. There is a set of
bidders, each interested in buying some amount of the
good at price exactly equal to his level(b), i.e., his
price level. When price x = level(b) is chosen then

the bidder b pays us budget(b), i.e., he buys budget(b)
level(b)

units of the good. However, when the price drops below
level(b) during b’s time interval [s(b), e(b)), he is no
longer willing to buy the good. Recall that by k we
denote the number of different price levels.

2One could introduce Veblen bidders problem with indivisible
items. We note that this problem is equivalent to ours up to an

1 + ε fraction in the approximation, for ε > 0. This reduction can
be obtained via scaling and rounding.

Veblen Bidders
Input: A positive integer k and a set of bidders B
together with functions budget : B → N+, level :
B → {0, . . . , k−1}, and s, e : B → N, where [s(b), e(b))
is the time interval over which bidder b considers
buying an item at price level(b), and budget(b) is
his budget.
Goal: Select levels of bidders to whom we sell items in
each time unit sched : N→ {0, . . . , k−1}, maximizing
the sum

∑
b∈B g(b), where g(b) = budget(b) if there

exists s(b) ≤ t < e(b) such that sched(t) = level(b)
and sched(t′) > level(b) for each s(b) ≤ t′ < t, or
g(b) = 0 if no such t exists.

In the online setting the algorithm does not know
the time intervals, and gets to know the price level, the
budget, and possibly the deadline of each bidder at the
beginning of his time interval.

Note that in the above definition, the budgets are
uncoupled from the desired price levels. Therefore, the
actual prices corresponding to these levels are irrelevant,
and only their order matters. We can thus identify price
levels with integers from the set [0, k−1], or in fact any
linear order of size k. One way to think about this model
is to consider k, such that when we sell some items to
class x then members of classes more elite than x are no
longer interested in buying these items, i.e., the product
becomes too popular.

From now on, we will use “time unit” and “round”
interchangeably. Moreover, o further distinguish be-
tween the problems we “set prices” in the Impatient
Bidders problem, and “select levels” in the Veblen
Bidders problem.

When we want to partition the set of possible price
levels {0, . . . , k − 1} and explicitly consider groups of
subsequent levels we use the following terminology. A
subset of consecutive levels from {0, . . . , k− 1} is called
a layer.

Remark 2.1. Note that we assume that online algo-
rithms know h in the Impatient Bidders problem and
k in the Veblen Bidders problem. One can generalize
all results in this paper to a setting where these values
are not known up-front using standard techniques (see
e.g. [2]). We omit these considerations for simplicity.

In the following lemma we show that an online
algorithm for the Veblen Bidders problem implies an
online algorithm for the Impatient Bidders.

Lemma 2.1. A (deterministic) f(k)-competitive algo-
rithm for the Veblen Bidders problem implies a (de-
terministic) 4f(blog2 hc + 1)-competitive algorithm for
the Impatient Bidders problem. Lemma holds with
both known and unknown deadlines.



Proof. [Proof of Lemma 2.1] Assume that we have a
f(k)-competitive algorithm for the Veblen Bidders
problem. Given an Impatient Bidders instance I we
show how to translate this instance into an instance I ′

of Veblen Bidders. We set k = blog2 hc + 1. For
every bidder b in I, there is a corresponding bidder
b′ in I ′ with the same time interval as b. If b has a
budget of budget(b), we set the requested price level
of b′ to level(b) = blog2 budget(b)c and her budget to
budget′(b) = 2level(b).

Given a strategy for the Veblen Bidders instance,
i.e., a schedule sched : N → {0, . . . , k − 1} specifying
which level to select in each time unit, we can obtain a
pricing scheme p : N → R+ for instance I as follows.
When the Veblen Bidders algorithm decides to select
level 0 ≤ x < k, then for the Impatient Bidders
instance we set the price to 2x. Observe that the profit
generated in the Impatient Bidders instance I is at
least the profit generated for the Veblen Bidders
instance I ′. Note that this transformation works even
if the schedule sched is revealed to us in an online
manner, which is the crucial, as we are showing a
reduction between two online problems.

It remains to show that an optimum offline solution
for I ′ is not much lower than an optimum solution
for instance I. In what follows we show that the
ratio between the two optimum solutions is at most 4.
Consider the best possible solution to the Impatient
Bidders instance I, which sets the prices only to values
which are powers of two. Note that this solution is of
value at least optI/2, where optI is the optimum value
for instance I. When we set a price to 2x, then all
bidders with budgets at least 2x will disappear after
this round, let c be the number of such bidders. As our
profit equals c2x and it cannot be improved by setting
the price to 2x+1 we infer that at least c/2 bidders have
budgets strictly smaller than 2x+1. Therefore selecting
x in I ′ in this time unit generates at least half of the
profit generated by the pricing scheme which uses only
powers of two. In total this gives a profit of at least
optI/4, which finishes the proof of Lemma 2.1.

Next, we give a reduction in the other direction,
so that not only algorithms will transfer from Veblen
Bidders to Impatient Bidders, but also the lower
bounds.

Lemma 2.2. A (deterministic) g(h)-competitive algo-
rithm for the Impatient Bidders problem implies a
(deterministic) O(g(2k))-competitive algorithm for the
Veblen Bidders problem. Lemma holds with both
known and unknown deadlines.

Proof. Given a Veblen Bidders instance I with a set
of bidders B create the following Impatient Bidders

instance I ′ with a new set of bidders B′. For a bidder
b ∈ B we add 2k−level(b) ·budget(b) copies of the bidder
b to the instance I ′, each of whom has the same time
interval as b in I, but the budget of each copy of b in I ′

is set to 2level(b).
Consider an optimum offline solution sched : N →

{0, . . . , k − 1} for the instance I. In what follows we
show that a pricing scheme p : N → R+ defined as
p(t) = 2sched(t) generates at least 2koptI profit for the
instance I ′, where optI is the gain generated by sched
in I. If a bidder b ∈ B generates budget(b) profit
in I, then each of the copies of b generates exactly
2level(b) profit in I ′, as there exists a t ∈ [s(b), e(b))
with p(t) = 2level(b) and for each s(b) ≤ t′ < t we
have p(t′) > 2level(b) by the assumption that b generates
budget(b) profit in I. Consequently all copies of b in I ′

generate a total profit of exactly 2k · budget(b), hence
the schedule sched generates at least 2koptI profit from
the bidders which contribute to optI in I. Note that
bidders of B which generate no profit in I may actually
generate some profit in I ′, but this can only increase the
profit generated by p.

To finish the proof of the lemma it suffices to show
that given a pricing scheme p : N→ R+, revealed in an
online fashion, which provides g = g(p) profit for the
instance I ′, we can construct a schedule sched : N →
{0, . . . , k − 1} for I generating at least g/2k+1 profit.
For t ∈ N let gt be the gain generated by p in the time
unit t. Recall that all the budgets of bidders in the
instance I ′ are powers of two, hence if gt > 0, then we
can assume that the p generates at least half of this
gain from bidders with the same budget 2j for some
j ∈ {0, . . . , k − 1}, where 2j = p(t). Indeed, if strictly
more than half of the revenue would be obtained from
bidders higher budgets, then setting the price to 2j+1

would lead to strictly greater revenue. Recall that the
sum of budgets of all copies of b in I ′ is 2k ·budget(b).
Consequently sched gives at least g/2k+1 profit.

3 Deterministic upper bound

Theorem 3.1. There exists a deterministic
O(k/ log k)-competitive algorithm for the Veblen
Bidders problem, even if the deadlines are not known
to the algorithm.

Proof. Let α = 2k/ ln k. For a fixed time unit for
0 ≤ x < k, let ax be the total amount of money
belonging to bidders b with level(b) = x, i.e., ax =∑
b∈level−1(x) budget(b). Also let M = max0≤x<k ax.

Claim 3.1. For any k ≥ 1 and any sequence of nonneg-
ative numbers a0, . . . , ak−1, where M = max0≤i<k ai,
there exists 0 ≤ x < k, such that the following two con-



ditions are satisfied:

ax ≥M/α ,(3.1)

ax ≥
∑

x<j<k

aj/α ,(3.2)

where α = 2k/ ln k.

Proof. Assume to the contrary, that such x does not
exist. We show by induction that in such case we have
for each 0 ≤ i ≤ k∑

i≤j<k

aj ≤M(k − i)(1 + 1/α)k−i/α .(3.3)

This inequality trivially holds for i = k, as both sides
are zeros in that case, which is the base of the induction.

Given that (3.3) holds for some 0 < i ≤ k we want
to show that it holds for i − 1 as well. Consider two
cases, either ai−1 ≥ M/α or not. In the latter case we
have ∑

i−1≤j<k

aj = ai−1 +
∑
i≤j<k

aj

< M/α+M(k − i)(1 + 1/α)k−i/α

≤M(k − (i− 1))(1 + 1/α)k−(i−1)/α

which implies (3.3) for i− 1.
Now consider the case where ai−1 ≥ M/α. This

means that for x = i−1 the inequality (3.1) is satisfied,
which in turn by our strategy of reductio ad absurdum
implies that (3.2) is not safisfied for x = i− 1, and so∑
i−1≤j<k

aj = ai−1 +
∑

i−1<j<k

aj < (1 + 1/α)
∑
i≤j<k

aj .

Joining the above inequality with the inductive assump-
tion we obtain∑

i−1≤j<k

aj < M(k − (i− 1))(1 + 1/α)k−(i−1)/α ,

that is we proved (3.3) for i− 1 assuming it holds for i,
which finishes the induction.

Consequently (3.3) applied for i = 0 implies∑
0≤j<k

aj ≤Mk(1 + 1/α)k/α = Mk/α(1 + 1/α)α·k/α ≤

≤Mk/αek/α =
M ln k

2
·
√
k ≤Mα .

But this means that for x such that ax = M both (3.1)
and (3.2) are satisfied, a contradiction.

Claim 3.1 suffices to obtain an O(k/ log k)-competitive
algorithm. In each round, our algorithm selects a level
x satisfying both (3.1) and (3.2). In order to show that
it is (α + 1)-competitive, after each round we modify
the set of bidders available in the optimum solution,
ensuring that both our algorithm and the optimum
offline algorithm have exactly same sets of bidders.
Assume that our algorithm selects level x and optimum
offline algorithm selects y. Consider two cases.

First, assume that y < x. Observe that all
bidders in level j such that j > x vanish both for our
algorithm and the optimum algorithm, however bidders
in level j such that y ≤ j < x will be available in
the next round (assuming the next round is within
their time interval) only for our algorithm, and not for
the optimum algorithm. To make the sets of bidders
available for both considered algorithms the same, we
reinsert to the optimum algorithm all the bidders of
level j, such that y ≤ j < x. Observe that in this
round the profit of the optimum algorithm is at most
α times greater than our algorithm’s by (3.1) and the
assumption max0≤i<k ai = M .

Now assume y ≥ x. In this case, we remove
from the optimum algorithm’s set of bidders all the
bidders in level j, where x ≤ j < y. We also let the
optimum algorithm gain

∑
x≤j≤y aj in this round. This

transformation assures that the sets of bidders available
to the optimum algorithm and to our algorithm are the
same. By (3.2) the gain of the optimum algorithm in
this round is at most (α+ 1) times what our algorithm
gets.

By Lemma 2.1 we immediately get the following
corollary.

Corollary 3.1. There is a deterministic
O(log h/ log log h)-competitive algorithm for the
Impatient Bidders problem, even if the deadlines are
not known to the algorithm.

4 Lower bound for deterministic algorithms

Let us now show that no deterministic algorithm
achieves approximation ratio of o(log h/ log log h).

Theorem 4.1. There is no deterministic o(k/ log k)-
competitive algorithm for the Veblen Bidders prob-
lem, even when the deadlines are revealed to the algo-
rithm.

Proof. For the sake of simplicity let us assume that k
is divisible by 3. We start with the description of the
initial set of clients available from the beginning of the
process. Let α = blog2(k−1)c and β = b(k−1)/ log2(k−
1)c (note that α · β ≤ k − 1 < k). Initially the instance



consists of α · β · k < k2 bidders defined as follows. For
0 ≤ i < α, 0 ≤ j < β and 1 ≤ d ≤ k create a bidder
bi,j,d with budget(bi,j,d) = 2α−i, level(bi,j,d) = i ·β+ j
and time interval [s(bi,j,d), e(bi,j,d)) = [0, d). The set
of bidders {bi,j,d : 1 ≤ d ≤ k} is called the j-th set of
bidders from the i-th layer (see Fig. 1). Note that the
sum of budgets of bidders in the j-th set from the i-th
layer equals k ·2α−i, in particular it is independent of j.

Now, we describe an adversary, which spawns new
bidders depending on the actions taken by the algorithm
under consideration. If an algorithm in round r < R
(where R = poly(k) and is to be determined later) sets
sched(r) = x ∈ {0, . . . , k− 1}, then the following set of
clients appears:

• for each pair i, j, where i · β + j < x, 0 ≤ i < α,
0 ≤ j < β, exactly one new bidder b appears,
where budget(b) = 2α−i, level(b) = i · β + j and
[s(b), e(b)) = [r + 1, r + k + 1),

• for each pair i, j, where i · β + j ≥ x, 0 ≤ i < α,
0 ≤ j < β, exactly k new bidders appear, i.e.,
for each 1 ≤ d ≤ k a new bidder b appears,
where budget(b) = 2α−i, level(b) = i · β + j and
[s(b), e(b)) = [r + 1, r + 1 + d).

Starting from round R no new bidders are issued, hence
after R+ k rounds the game finishes.

Observe that the adversary ensures that at the
beginning of each round r ≤ R, the set of available
clients is the same as in the initial state, with the
only difference being that the time intervals start at
r and not at 0. This is because levels x and higher
are reinserted by the adversary completely, while levels
smaller than x receive one new bidder each, so that the
set of lifetimes of all remaining bidders from each level
remains {1, . . . , k}, as it is at the very beginning.

Of course the full instance description constructed
by the adversary depends on the algorithm it is playing
against. Let us fix a deterministic algorithmA and let A
be the total gain obtained by the algorithm A. Denote
the total gain of the offline optimum algorithm by OPT.

We split A as follows

A = A0 +A1 +A2 +A3 + P ,

where P is the gain generated in rounds [R,R+ k − 1],
while Aγ for 0 ≤ γ < 4 comes from rounds 0 ≤ r < R,
for b r

k/3c ≡ γ (mod 4). Less formally the time scale is

split into windows of k/3 rounds each (recall that k is
divisible by 3), and A0 is the gain obtained in windows
0, 4, 8, . . ., A1 is the gain obtained in windows 1, 5, 9, . . .,
etc. Note that P ≤ k3, as P involves k rounds and in
a single round the total budget of bidders at any level
is bounded by k2. Now we are ready to set R = k4,

since clearly OPT ≥ R ≥ k ·P and in order to prove the
lemma it suffices to show

OPT ≥ cβAγ ,(4.4)

for some constant c and each 0 ≤ γ < 4, which we do
next.

Fix any 0 ≤ γ < 4 and denote γ′ = (γ + 1) mod 4.
We construct a strategy for an offline algorithm denoted
Oγ , the total gain of which is denoted by Oγ . The
algorithm Oγ operates only in rounds r such that
b r
k/3c ≡ γ′ (mod 4), in any remaining round r it

sets sched(r) = k − 1, which is equivalent to doing
nothing as there are no bidders at level k − 1. For
each w ∈ N, such that w ≡ γ′ (mod 4) in the time
window [w · (k/3), (w + 1) · (k/3) − 1] the algorithm
selects levels (k−3, k−6, k−9, . . . , 0) in the decreasing
order. This finishes the description of the algorithm Oγ
and it remains to relate the gain generated by Oγ to
Aγ .

Let us split gains Oγ and Aγ by the time window
in which the gains were obtained, i.e., let

Aγ =
∑

w=γ,γ+4,γ+8,...

aw ,

Oγ =
∑

w=γ,γ+4,γ+8,...

ow+1 ,

where aw is the part of Aγ gained in the time window w,
that is, in rounds [w · (k/3), (w+ 1) · (k/3)− 1], whereas
analogously ow+1 is the part of Oγ obtained in the time
window w + 1. Observe that to prove the theorem it
suffices to show ow+1 ≥ cβaw for some constant c, as
this will imply OPT ≥ Oγ ≥ cβAγ and prove (4.4).

Consider any time window w such that w ≡ γ
(mod 4). By ci (for 0 ≤ i < α) let us denote the
number of times the algorithm A selects a level from
the i-th layer in the time window w. Note that

aw =
∑

0≤i<α

ci · 2α−i · k ,(4.5)

as in each round selecting a level from the i-th layer
satisfies exactly k clients with 2α−i budget each. The
crux of the whole proof is the following observation. If
A selects a level from the (i − 1)-th layer ci−1 times,
then consequently the i-th layer is spawned ci−1 times,
making it possible for Oγ to gather several copies of
bidders with similar budget at once, which is formalized
in the following claim.

Claim 4.1. For any 1 ≤ i < α, 0 ≤ j < β at the
beginning of the time window w + 1 there are at least
(ci−1 + 1) · (k/3) bidders b of type i · α+ j available for



the algorithm Oγ , satisfying e(b) ≥ (w+ 2) · (k/3) (i.e.,
staying till the end of the time window w + 1), each of
which has budget 2α−i.

Proof. Note that Oγ does not operate in the time
window w, hence all the bidders of type i ·α+j with the
end of their time interval on or after round (w+2)·(k/3)
available to the algorithm A at the beginning of the
time window w, together with their ci−1 spawned copies
are all available to Oγ at the beginning of the time
window w + 1. As the time windows are of length k/3
and bidders stay in the game for an integral number of
rounds between 1 and k, the number of bidders with
long enough time intervals from each of the (ci−1 + 1)
copies is at least k/3.

Consequently

ow+1 ≥
∑

1≤i<α

(ci−1 + 1) · (k/3) · 2α−i · bβ/3c ,

asOγ selects a level from each layer at least bβ/3c times.
Notice that this gain is Ω(b) = Ω(k/ log k) times bigger
than (aw − cα−1 · k) =

∑
0≤i<α−1 ci · 2α−i · k by (4.5).

To finish the proof of Theorem 4.1 we argue that Oγ
generates at least (k/3) · 2α · bβ/3c gain by selecting
levels from the 0-th layer, which is Ω(β) times greater
than cα−1 · k as cα−1 ≤ k/3 and 2α = Ω(k).

timek

level 0

. . .

level β-1

layer 0
budget 2α

level (α − 1)β

. . .

level αβ-1

layer α − 1
budget 2

Figure 1: Initial set of bidders released by the adversary.

Corollary 4.1. There is no deterministic
o(log h/ log log h)-competitive algorithm for the Impa-
tient Bidders problem, even when the deadlines are
revealed to the algorithm.

5 Upper bound for randomized algorithms

Let us restrict our attention to the instances I of the
Veblen Bidders problem where no new bidders arrive,
i.e., s(b) = 0 for all b ∈ B. We will start by showing
a constant competitive algorithm in this case, and at

the end of this section we will show how to handle
the general case using this algorithm. We will use the
following notation. For t ∈ N and 0 ≤ x < k define
mt,x as the sum of budgets of all the bidders b with
level(b) = x and e(b) > t, i.e., the set of bidders in
level x which are still available in round t. Of course
the values mt,x are not available to an online algorithm
– we use them when comparing with an optimum offline
solution.

Moreover, for t ∈ N, let πt be a permutation of
{0, . . . , k − 1} such that for each 0 ≤ i < k − 1 we
have mt,πt(i) ≥ mt,πt(i+1), that is, πt sorts all the levels
we can possibly select, by the total sum of budgets
of clients from that level that last till the moment t.
Finally, for the sake of notation, for t ∈ N, t ≤ k define
Mt =

∑
0≤i<tmt,πt(i).

In the following theorem we show that when all
the bidders are present already in the first round (i.e.,
there are no arrivals) there exists a randomized constant
competitive algorithm which gets paid only by bidders
that are available to a given round.

Theorem 5.1. For any L = 2` ≤ k, ` ∈ N, there exists
a randomized on-line algorithm AL for Veblen Bid-
ders problem with no arrivals and unknown deadlines,
that collects a revenue at least ML/128 in expectation.

We first prove the following technical lemma.

Lemma 5.1. For any L = 2` ≤ k, ` ∈ N, L ≥
2, there exists a deterministic on-line algorithm BL
for Veblen Bidders problem with no arrivals and
unknown deadlines, that collects a revenue at least
ML/64 in expectation, provided that ML/2 ≤ 2ML.

Proof. Our algorithm waits and does nothing during the
first L/2 rounds.3 After L/2 rounds have passed the
algorithm computes a multiset S, which intuitively is
the multiset of profits generated by the most valuable
L/2 levels. Formally S = {mL/2,πL/2(i) : 0 ≤ i <
L/2}. To simplify notation for 0 ≤ i < L/2 let
ri = mL/2,πL/2(i), that is the profit of the i-th most
valuable level after L/2 rounds, then we have S = {ri :
0 ≤ i < L/2}.

Our strategy is as follows: Let S′ = {ri/8 : 0 ≤ i <
L/2} be the multiset S scaled down by a factor of 8.
In each round, starting from round L/2 + 1, we select
the highest level x that generates at least minS′ profit
in the current round. Before the round ends from the
set S′ we remove the biggest element the value of which

3Note that formally according to the definition, the algorithm
should select something in each round. However it is easy to see

that instead of doing nothing it is always better to select level
k − 1, as it is always a safe choice.



is at most the profit generated in the current round (or
one of many such elements, since S′ is a multiset).

Now consider the set

I = {0 ≤ i < L/2 : mL,πL(i) ≥ ri/8} .

We will charge the gain of the algorithm in each round
to at most two indices in I.

Claim 5.1. For every i ∈ I, our algorithm either
at some points selects πL(i) or removes from S′ the
element ri/8 (or both).

Proof. The claim follows directly from the way our
algorithm is defined, because if πL(i) is not selected at
all, then the element ri/8 = mL/2,πL/2(i)/8 had to be
removed from S′, as my,x ≥ mL,x for each x and y ≤ L.

The worst case for us is when in one step of the
algorithm we select πL(i) for some i ∈ I and remove
ri′/8 for some other i′ ∈ I. This means that one step of
the algorithm is charged to two indices in I. This allows
us to argue the following.

Claim 5.2. The total profit generated by the algorithm
is at least

1

2

∑
i∈I

ri/8 .

Proof. Each step of the algorithm is assigned to at most
two indices i, i′ in I, so in each step we collect at least
the higher out of two values ri/8, ri′/8.

We will now use the assumption that ML/2 ≤ 2ML

to argue that our strategy collects a total profit of at
least ML/64. In order to show this we need to prove
the following inequality.

1
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∑
i∈I

ri ≥
ML

64
,

i.e. ∑
i∈I

ri ≥
ML

4
.(5.6)

To see why this is true, note that∑
i∈J

ri > 8
∑
i∈J

mL,πL(i) ,(5.7)

where J = {0, . . . , L/2− 1} \ I is the complement of I.
As already noted we also always have ri ≥ mL,πL(i) for
all i ∈ {0, . . . , L/2− 1}, and so∑

i∈I
ri ≥

∑
i∈I

mL,πL(i).

But the first half of elements in πL(i) needs to give at
least half of ML

L/2−1∑
i=0

mL,πL(i) ≥
ML

2
.(5.8)

Assume that (5.6) is false, then

ML/2 =

L/2−1∑
i=0

ri ≥
∑
i∈J

ri ≥ 8
∑
i∈J

mL,πL(i)

= 8

L/2−1∑
i=0

mL,πL(i) −
∑
i∈I

mL,πL(i)


≥ 8

(
ML

2
−
∑
i∈I

ri

)
> 8

(
ML

2
− ML

4

)
= 2ML

where the first equality is by definition of ML/2 and
ri, the first inequality follows from nonnegativity of
ri, the second inequality is derived from (5.7), the
second equality follows from the definition of I, the third
inequality follows from (5.8), and the last inequality
follows from the assumed contradition of (5.6), which
alltogether leads to a contradiction with the assumption
that ML/2 ≤ 2ML.

Now let us show that Lemma 5.1 implies Theo-
rem 5.1.

Proof. [Proof of Theorem 5.1] First consider the case
when L = 1. Clearly M1 is the highest profit that can
be generated in one round only and one can easily select
the best level to select in the single round.

Next, assume L = 2` ≥ 2. Our algorithm works
as follows. With probability 2−` select only a single
level in the first round, selecting the level with the
highest profit, that is selecting x with greatest m1,x.
For 1 ≤ i ≤ ` with probability 2−i run the algorithm
BL′ with L′ = 2`+1−i, i.e., with probability 1/2 use
L′ = L, with probability 1/4 use L′ = L/2, . . . , with
probability 2−` use L′ = 2. Note that all together this
is a well-defined probability distribution.

Now we want to lower bound the expected profit
generated by our randomized algorithm. Note that
if M1 ≥ 2`ML, then even the part of the algorithm
that uses the first round only generates at least 2−` ·
M1 ≥ ML profit in expectation. On the other hand
if M1 ≤ 2`ML, then take the highest 1 ≤ `′ ≤ `,
such that ML′/2 ≤ 2ML′ and L′ = 2`

′
. Observe that

ML′ ≥ 2`−`
′
ML. Consequently, just the case when with

probability 2−(`+1−`′) we run BL′ with L′ = 2`
′
, gives

expected profit at least 2`
′−`−1 ·ML′/64 ≥ML/128, as

claimed.



Finally, to reduce the general case to the case of
no arrivals with the additional knowledge of L, we use
similar techniques as used by Bansal et al. [2], that is we
select a random 0 ≤ ` ≤ blog2 kc and partition the set of
all rounds into alternating windows of size 2`, such that
for 2` time units we only gather incoming bidders and
then for the next 2` time units we select levels targeted
at the collected bidders. This lets us split the process
into independent pieces, in each of which we have no
arrivals and the value of L = 2` is fixed, which lets us
use Theorem 5.1.

Theorem 5.2. There exists a randomized O(log k)-
competitive algorithm for the Veblen Bidders prob-
lem, even if the deadlines are not known to the algo-
rithm.

Before we proceed to the proof of Theorem 5.2 we
discuss how to handle a corner case, later used when
most profitable clients have very short time intervals of
availability.

Consider a simple algorithm, called Greedy, which
in each round selects the price level based solely on the
profit generated by this decision, that is it selets the
most valuable level in each round.

Observation 5.1. Greedy generates at least as much
revenue, as an optimum offline algorithm which gets
revenue only from bidders with intervals of availability
of lenght one.

As we have our tools in place, that is the algorithm
from Theorem 5.1 and Greedy, we are ready to prove
Theorem 5.2. The strategy used in this proof is
similar to the ”classify and randomly select” as well as
”alternating window” parts of the proof of Theorem 3.4
from [2].

Proof. By artificially increasing the number of levels, if
necessary, we may assume that k is a power of two,i.e.
k = 2f , and lose only an additive constant in the
competitive ratio.

Our algorithm is as follows. With probability
1/(f+2) run the algorithm Greedy. Otherwise, choose
` from the set {0, 1, 2, . . . , f} uniformly at random (i.e.,
each value is chosen with probability 1/(f + 2)) and
proceed as follows. Divide the timeline into intervals
of length L = 2`, that is for j ≥ 0 let TL,j be the
time interval (called a canonical interval of length L)
consisting of L rounds starting from jL, i.e., TL,j =
{jL, . . . , (j+1)L−1}. With probability 1/2, do nothing
in time intervals TL,j for j odd, while in TL,j for j even,
the algorithm from Theorem 5.1 is used on the set of
bidders available at the beginning of the interval. With

the remaining probability of 1/2 we swap the role of
odd and even intervals. This ends the description of the
algorithm.

Let opt be an optimum offline algorithm’s profit,
and split this profit into opt =

∑
i=0,...,f+1 opti, where

for 0 ≤ i ≤ f opti is the part of opt generated by bidders
with time intervals of length at least 2i but strictly
less than 2i+1, whereas optf+1 is the part of the profit
generated by bidders with time intervals of length at
least 2f+1 = 2k. Similarly for 0 ≤ i ≤ f let OPTi be
the optimum profit generated by an offline algorithm,
which only gets rewarded for bidders with intervals of
length between 2i and 2i+1 − 1, and let OPTf+1 be
the optimum profit generated by an offline algorithm
rewared only for bidders with intervals of length at least
2f+1 = 2k.

Observation 5.2. For any 0 ≤ i ≤ f + 1 we have
opti ≤ OPTi, consequently opt ≤

∑
0≤i≤f+1OPTi.

Observation 5.3. Conditioned on the event that our
algorithm runs Greedy, the expected profit of our
algorithm is at least OPT0.

In order to prove the next claim we need additional
notation. For any integer j ≥ 0 by ML,j we denote
the optimum profit of an offline algorithm, which selects
levels only in the interval TL,j and gets rewarded only by
the bidders for which TL,j is the first canonical interval
of length L which is fully contained in their availability
interval.

Claim 5.3. For any 1 ≤ i ≤ f + 1 conditioned on the
event that ` = i− 1 the expected profit of our algorithm
is at least OPTi/c for some c ≥ 1.

Proof. First, assume that i ≤ f . Consider an offline
algorithm corresponding to OPTi, and let for j ≥ 0
let rj be the revenue generated by this algorithm in
the canonical time interval TL,j , where L = 2` = 2i−1.
Note that as OPTi gets profit only from bidders with
time intervals between 2i and 2i+1 − 1, the profit rj
comes from bidders b, for which s(b) (i.e., the round they
appear) is contained in TL,q for some j−4 ≤ q ≤ j. Let
rj,q be the part of rj generated by bidders that appear
in TL,q.

Note that for each j − 4 ≤ q ≤ j by definition
of ML,q+1, the value ML,q+1 is at least rj,q, as all
the actions of the algorithm OPTi can be shifted from
interval TL,j to TL,q+1. By Theorem 5.1 it is enough
to prove Claim 5.3, as conditioned on the event ` =
i − 1 and conditioning on the coin toss the algorithm
from Theorem 5.1 will provide us with profit at least
ML,q+1/128 in the time interval TL,q+1.



It remais to show the claim also holds for the case
of i = f + 1, when OPTi comes from bidders with
time intervals of length at least 2i (and unbounded from
above). Note that in that case L = k and for each j ≥ 0
ML,j is at least the sum of budgets of all the bidders that
arrived in the interval Tj−1. Consequently conditioned
on the event i = f+1 our algorithm generates profit only
constant factor worse that the sum of all the budgets
of bidders with intervals of length at least 2f+1, which
clearly upper bounds OPTf+1.

Based on Observation 5.3 and Claim 5.3
the expected profit of our algorithm is at least∑

0≤i≤f+1
1

f+2OPTf/c, which by Observation 5.2 is at

least opt
(f+2)c = Ω(opt/ log k), which finishes the proof of

Theorem 5.2.

By Lemma 2.1, Theorem 5.2 implies the following
corollary.

Corollary 5.1. There exists a randomized
O(log log h)-competitive algorithm for the Impa-
tient Bidders problem, even if the deadlines are not
known to the algorithm.

6 Lower bound for randomized algorithms

In this section we give the improved lower bound for
randomized algorithms.

Theorem 6.1. No algorithm (even randomized) for the
Veblen Bidders problem can have a competitive ratio
o(log k), even when the deadlines are revealed to the
algorithm.

The core of that proof is the following theorem.

Theorem 6.2. There exists a distribution πk on inputs
with O(k) levels, such that the expected total profit of
any deterministic algorithm is an O(1/ log k) fraction
of the expected optimal reward regardless the deadlines
are revealed to the algorithm.

Proof. [Proof of Theorem 6.1] Use Yao’s Min-Max The-
orem [14] and Theorem 6.2.

We start by considering the case where the dead-
lines are not known to the algorithm. The proof for this
case is significantly simpler than the general one, but it
does contain some of the key ideas of the latter.

Proof. [Proof of Theorem 6.2 for unknown deadlines]
Let us first define the inputs that constitute the support
of πk. Each of these inputs consists of α = blog4 kc
layers numbered 0, . . . , α−1. Each layer is a sequence of
consecutive levels, layer α−1 contains the highest levels,

and layer 0 the lowest ones. For l = 0, . . . , α− 1, layer l
consists of 4l levels, each containing a single bidder with
budget 2α−l. Note that the total number of levels equals∑α−1
l=0 4l ≤ 4α ≤ k, but at the same time α = Θ(log k),

which is enough to prove the asymptotic bound on the
competitive ratio.

The initial contents of all levels are shared by all
inputs in πk. The inputs only differ in the times at which
the bidders disappear. For every i = 0, . . . , α − 1, the
distribution πk contains an input in which all bidders
disappear after 4i rounds. The probability of this input

in πk is c
2i , where c = 2α−1

2α−1 (c is simply a normalizing
factor). Note that c ≥ 1/2.

Note that the sum of budgets in layer l is 4l2α−l =
2α+l. This means that not only higher layers are worth
more, but also each layer is worth more than all lower
numbered layers taken together.

The high level idea of the remainder of the proof is
as follows. On one hand, the offline adversary knows the
lifetime of all bidders and if it is equal to 4i it can sell the
item to all bidders in the levels of layer i. On the other
hand, we show that a deterministic online algorithm has
to, essentially, fix a single layer and always attempt to
collect budgets from bidders in the levels of this layer.
Computing the ratio between the expectations of these
two solutions yields the claim.

Let us now proceed with making this reasoning
more concrete.

Lemma 6.1. The expected offline optimum revenue for
πk is at least α2α−1.

Proof. Consider a strategy that picks all levels in layer
i if the lifetime of the instance is 4i. This strategy
obtains a revenue of 2α+i with probability c

2i , for a total
expectation of

E[OPT ] ≥
α−1∑
i=0

( c
2i
· 2α+i

)
= cα2α ≥ α2α−1.

Definition 6.1. A planning algorithm for πk corre-
sponding to a decreasing sequence σ of levels (denoted
A(σ)) is an algorithm that picks levels according to σ,
as long as possible, and then finishes.

Lemma 6.2. For any deterministic algorithm A, there
exists a planning algorithm A′ = A(σ′) that obtains the
same profit for every input in πk.

Proof. Take σ′ to be a sequence of levels that A picks
given the input in πk, in which all bidders disappear
after 4α−1 rounds. Then A(σ′) is the claimed planning
algorithm.



Observation 6.1. The best of all planning algorithms
A(σ) for |σ| = L, is the one that picks L lowest (i.e.,
highest reward) levels.

Lemma 6.3. For any planning algorithm A(σ) there
exists another planning algorithm Â = A(σ̂) such that:

• σ̂ is a single layer, and

• Eπk [Â] ≥ Eπk [A]/4.

Proof. By Observation 6.1, we can assume σ consists of
|σ| lowest levels. Let σ̂ consist of all levels of the highest
layer ` that is fully contained in σ.

We claim that σ̂ satisfies the claim. To see this,
consider two cases.

If Â does not manage to collect budgets from levels
of layer ` (because the bidders disappear too early), A
collects budgets from the same number of levels as Â
and each level of A is worth no more then each level of
Â.

If, on the other hand, Â manages to collect budgets
from all levels of layer `, then A can do no better than
collecting budgets from layers 0, 1, . . . , ` and partially
from ` + 1 for a total revenue no more than four times
that of Â.

Lemma 6.4. The expected total reward of any deter-
ministic algorithm when given an input drawn from πk
is O(2α).

Proof. Let A be a deterministic algorithm. Based on
the sequence of lemmas we have just proved, by possibly
losing a constant factor in the competitive ratio, we can
assume that A = A(σ), where σ contains all levels of
single layer, say the l-th layer.

Let us compute the expected total reward of such
A:

E[A] =
l−1∑
j=0

( c
2j
· 4j · 2α−l

)
+

c

2l
· 4l · 2α−l

+

α−1∑
j=l+1

( c
2j
· 4l · 2α−l

)
≤3c2α ≤ 3 · 2α.

The Lemmas 6.1 and 6.4 together imply the main claim.

Now we turn to the proof of general case for Theo-
rem 6.2. As surprising as it sounds, we are going to sim-
ulate unknown deadlines using unknown arrivals. The
basic idea is as follows: We set up a long sequence
of stages, where each stage looks similar to the con-
struction used for unknown deadlines. Whenever we
want to end the current stage, we attempt to ,,refill”

the missing bidders, essentially resetting the instance
to the initial state. The expected optimum revenue for
each such stage is within a constant factor of the one
in Lemma 6.1. Similarly, a claim similar to Lemma 6.4
bounds the expected revenue of a deterministic algo-
rithm in a single stage.

Let us now proceed with the definition of πk in
the general case. Similarly to the restricted case, all
inputs in the support of πk consist of α = blog4 kc
layers numbered 0, . . . , α − 1. Also as before, for every
l = 0, . . . , α− 1, layer l consists of 4l consecutive levels,
initially each containing a single bidder with budget
2α−l. In the general case we need to also set the
deadlines for all bidders, and we let bidders in layer
l have a deadline of 4i.

Let L be the number of stages, which is to be fixed
later. Also let D1, . . . , DL be i.i.d. random variables
with P [Di = j] = c

2j for j ∈ {0, . . . , α − 1}, where

c = 2α−1

2α−1 is a normalizing factor, as before. These
variables describe the lengths of the stages, in particular
4Di is the length of the i-th stage. They define an input
ID1,...,DL as follows: The input is initialized as described
above and respawned after 4D1 steps, then after 4D2

more steps, and so on. To respawn the input at step
T , we inspect all bidders available at time T . For every
layer i, we check if it contains bidders with a deadline

at least T + 4i

2 . If it does not, to every level of this layer
we add a single bidders with deadline T +4i and budget
2α−l. What happens here is that we are resetting each
layer i to its original state, but only if all bidders in
the layer are at least half way to their deadlines. This
guarantees that no level can ever offer more than twice
its original budget.

Let stage i be defined to consist of rounds∑i−1
a=1 4Da , . . . ,

∑i
a=1 4Da − 1. Also, let shutdown con-

sist of rounds from
∑L
a=1 4Da on – these are not a part

of any stage.

Lemma 6.5. For every stage, the expected optimum
offline revenue for that stage w.r.t. πk is at least α2α−1.
Morever, the optimum offline revenue from shutdown is
Θ(22α−2).

Proof. Consider a strategy that in stage i picks all levels
in layer Di. This is possible since the length of stage i
is 4Di , which is exactly the number of levels in layer Di.
At the start of the instance, layer Di contains bidders
with a total budget of 2α+Di and deadline 4Di . At
the start of each stage (and shutdown), either it still
contains bidders with budget 2α−Di and deadline 4Di/2
in each level, or new bidders are inserted, with the same
budgets and lifetimes as the initial ones. Either way, at
the start of every stage (and shutdown) each level of
layer Di contains a bidder with budget at least 2α−Di



and deadline at least 4Di/2 (it might also contain other
bidders with earlier deadlines)

It follows that offline optimum can collect
2α−Di4Di/2 = 2α+Di−1 revenue from stage i. Given
the distribution of Di, the expected revenue from this
stage is at least

α−1∑
d=0

( c
2d
· 2α+d−1

)
= cα2α−1 ≥ α2α−2.

In the shutdown, offline optimum can collect at
least 22α−2 just from layer α − 1. To upperbound
the offline optimum for shutdown, note that at the
beginning of shutdown, every level has at most twice
the initial budget, and the deadlines of bidders in each
level are at most the initial deadlines. Let the l be the
lowest layer from which the optimum offline solution
gets any revenue. Then, it can only pick at most 4l

levels, since levels of layer l only live that long. It follows
that the revenue of this solution is then bounded by
4l · 2α−l = 2α+l ≤ 22α−1, and the claim follows.

Lemma 6.6. For every stage, the expected total revenue
of any deterministic algorithm w.r.t. πk is O(2α).

Proof. Fix a stage i ∈ {1, . . . , L} and a deterministic
algorithm A. Behaviour of A during stage i may
depend on the previous stages. However, for any
d1, . . . , di−1 ∈ {0, . . . , α − 1}, A is deterministic during
stage i, conditioned on D1 = d1, . . . , Di−1 = di−1.
The analysis of the previous subsection implies the
bound in the claim for stage i, conditioned on D1 =
d1, . . . , Di−1 = di−1. However, since the same bound
holds regardless of the values of d1, . . . , di−1 it also holds
uncoditionally.

We are now ready to prove the main theorem of this
section.

Proof. [Proof of Theorem 6.2] Take L = Ω(22α). Based
on Lemma 6.5 the total expected revenue for the offline
optimum is at least

Lα2α−1 + Θ(22α−2) = Ω(α23α).

On the other hand, from Lemma 6.6 the expected total
revenue of any deterministic algorithm is at most

LO(2α) + Θ(22α−2) = O(23α).

The claim follows.

7 Conclusions and open problems

We presented tight bounds on the best competitive ra-
tio achievable by both deterministic and randomized

algorithms for the Impatient Bidders problem and
the Veblen Bidders problem. Rather surprisingly,
these bounds do not depend on whether the on-line al-
gorithm is allowed to know the deadlines of bidders’
intervals or not. An interesting open problem is to an-
alyze these problems in a stochastic setting, where the
algorithm is provided some information about the distri-
bution of the interval endpoints and possibly budgets.
One could expect that in some stochastic settings an
O(1)-competitive algorithm should be possible.
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