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October 21, 2016

Contents

I Data words and their automata 2

1 Data words and register automata 3
1.1 Nondeterministic register automata. . . . . . . . . . . . . . . . . . . 3
1.2 Emptiness and universality for register automata . . . . . . . . . . . 6

2 Alternating automata 9

3 Most models of register automata are inequivalent 15

4 Two variable logic and data automata 16
4.1 Recognising equality with successors . . . . . . . . . . . . . . . . . . 21
4.2 A modal logic recognised by data automata . . . . . . . . . . . . . . 24

1



Part I

Data words and their automata
We begin with an investigation of concrete automata models for words over infinite
alphabets. One goal of this part is to build up intuitions for the more abstract models
that will be presented in the later parts.
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1 Data words and register automata
Define a data word over a finite alphabet Σ to be a word where every position has a
label in Σ× A, where A is a fixed infinite set. The first coordinate is called the label
and the second coordinate is called the data value. The idea is that we can test labels
explicitly by asking questions like

Does the second letter have a ∈ Σ as its label?

but we can only test the data value for equality e.g. ask

Do the third and fifth letters have the same data value?

In the later parts of this book, we will try to formalise what it means to only test
data values for equality, but for now the intuitive understanding should be sufficient.

Example 1. By abuse of notation, we assume that a word over the alphabet A is
also a data word, which uses no labels. Here are some examples of languages of data
words, in all of these examples we use no labels:

1. the first data value is the same as the last data value

2. some data value appears twice

3. no data value appears twice

4. the first data value appears again

5. every three consecutive data values are pairwise distinct

�

We will introduce automata models for data words that capture the properties
above. These models use registers to talk about data values.

1.1 Nondeterministic register automata.
The syntax of a nondeterministic register automaton consists of:

• a finite alphabet Σ of labels;

• a finite set Q of control states;

• a finite set R of register names;

• an initial state q0 ∈ Q and a set of accepting states F ⊆ Q;

• a transition relation

δ ⊆ Q× (A ∪ {⊥})R︸ ︷︷ ︸
configurations

×Σ× A︸ ︷︷ ︸
input

×Q× (A ∪ {⊥})R︸ ︷︷ ︸
configurations

(1)

subject to an equivariance condition described below.
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The automaton is used to accept or reject data words where the alphabet is Σ×A.
After processing part of the input, the automaton keeps track of a configuration,
which is defined to be a control state plus a register valuation (i.e. a partial function
from register names to data values). Initially, the configuration consists of the initial
state and a completely undefined register valuation. The configuration is then up-
dated according to the transition relation δ, and the automaton accepts if at the end
of the word the control state belongs to the accepting set.

How to describe the transition relation? Since the space of configurations is in-
finite, the transition relation must satisfy some constraints, otherwise it cannot be
represented in a finite way. We choose the following constraint, called equivariance:
the transition relation can only compare data values with respect to equality. Equiv-
ariance can be formalized in two different ways below.

Semantic equivariance. A bijection π : A → A on the data values can be applied
to configurations in the natural way, and therefore also to triples in the transition
relation δ (the states and undefined values are not affected, only the data values). We
say that δ is semantically equivariant if

t ∈ δ iff π(t) ∈ δ for every t ∈ π and every bijection π : A→ A.

The advantage of semantic equivariance is that the definition is short, and it will be
easy to generalise to other models, like alternating automata or pushdown automata.
The disadvantage is that it is not clear how to represent a semantically equivariant
transition relation, e.g. for the input of a nonemptiness algorithm. The converse
situation holds for syntactic equivariance, as presented below.

Syntactic equivariance. We say that δ is syntactically equivariant if it can be de-
fined by a finite boolean combination of constraints of the following types:

1. the control state in the source (respectively, target) configuration is q ∈ Q;

2. the label in the input letter is a ∈ Σ;

3. the data value is undefined in register r ∈ R of the source configuration (re-
spectively, target configuration);

4. the data value in the input letter equals the contents of register r ∈ R in the
source configuration (respectively, target configuration);

5. the data value in register r ∈ R of the source configuration (respectively, target
configuration) equals the data value in register s ∈ S of the source configura-
tion (respectively, target configuration).

Lemma 1.1 Semantics and syntactic equivariance are the same.

Proof
It is not difficult to see that semantically equivariant subsets of the set (1) are closed
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under boolean combinations. Since the bijections of data values do not affect satisfac-
tion of the constraints 1-5 used in the definition of syntactic equivariance, it follows
that syntactic equivariance implies semantic equivariance.

We now show that semantic implies syntactic. Define an orbit of transitions to
be a subset of the set (1) which is semantically equivariant and which is minimal for
that property with respect to inclusion.

Claim 1.1.1 Every orbit of transitions is syntactically equivariant.

Proof (of Claim)
Because an orbit of transitions is uniquely defined by its states, which registers are
undefined, and what is the equality type of the tuple of data values in the defined
registers. All of this information can be expressed using the constraints 1-5 in the
definition of syntactic equivariance. �

Once the number of registers and states is fixed, there are finitely many possi-
ble constraints as in the definition of syntactic equivariance. Boolean combinations
make the number of possibilities grow, but it remains finite. Therefore, thanks to
the above claim, there are finitely many possible orbits of transitions. Finally, every
semantically equivariant relation is easily seen to be the union of the orbits contained
in it. This union is finite, and each part of the union is syntactically equivariant, and
thus the result follows. �

This completes the definition of nondeterministic register automata: the tran-
sition relation is required to be equivariant in either of the two equivalent senses
defined above. The transition relation is called deterministic if the source configura-
tion and the input letter determine uniquely the target configuration.

Example 2. Here is a deterministic register automaton which recognises language
1 from Example 1, i.e. the words in A∗ where the first and last data values are equal.
The automaton stores the first data value in its register, and then toggles between
accepting or rejecting states depending on whether the input agrees with the register.
Here is a picture:

a

a

a

a

b

b

a

The above picture should be interpreted as follows. There are three states, standing
for the three colored circles, with initial and final states depicted by the dangling
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arrow. Since there is one register, a configuration consists of a state and a possi-
bly empty data value. Such configurations can be found in the picture above. For
every pair of distinct atoms a 6= b, we add a transition from the above picture to
the automaton. Note how every arrow in the picture corresponds to an orbit of
transitions.

The method of drawing above has its limitations. For example, if we wanted to
add a transition that would involve the yellow state with an undefined register, we
would need to draw a separate instance of the yellow state. �

Exercise 1. Show that deterministic register automata can recognise languages 4 and
5 from Example 1.

Exercise 2. For languages of data words one can also define the Myhill-Nerode
relation, as used in minimisation of deterministic automata. Show a language of data
words where every deterministic register automaton distinguishes (by its configura-
tion) some two words which are Myhill-Nerode equivalent.

Exercise 3. Show there is a language of data words, for which there are at least two
nonisomorphic deterministic register automata with a minimal number of registers
and states (lexicographically).

Exercise 4. Show that a nondeterministic register automaton can recognise language
2 from Example 1, but a deterministic one cannot.

Exercise 5. Call a nondeterministic register automaton guessing if there exists a
transition t ∈ δ such that some data value in the target register valuation appears nei-
ther in the source register valuation nor in the input. Given an example of language
that needs guessing to be recognised.

A corollary of the above two exercises is that:

deterministic ( nondeterministic without guessing ( nondeterministic

Furthermore, the two nondeterministic variants are not closed under complementa-
tion, and the first two models are not closed under reverse.

Exercise 6. Call a nondeterministic register automaton weakly guessing if whenever
the transition reading the i-th letter loads a data value d into some register r, then
d appears in some position j ≥ i such that the transitions reading letters {i, . . . , j}
do not remove data value d from register r. Show that for every nondeterministic
register automaton there is a weakly guessing one which accepts the same words.

1.2 Emptiness and universality for register automata
In this section we discuss two standard decision problems: emptiness (does the au-
tomaton accept at least one input word) and universality (does the automaton accept
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all input words). When talking about decidability, we assume that the transition
function is represented according to the syntactic equivariance condition.

Theorem 1.2 Emptiness is decidable for nondeterministic register automata.

Proof
This proof just sketches the decidability argument, the complexity is discussed in
Exercise 7. Define an orbit of configurations to be a set of configurations that is closed
under bijections of data values. As in Lemma 1.1, an orbit of configurations can be
defined by saying what is the states, which are the defined registers, and what is the
equality type on the data values stored in the defined registers. Such a description
takes finite space to store, and there are finitely many possible descriptions. The
key observation that being in the same orbit of configurations is a congruence with
respect to transitions, i.e. if two configurations are in the same orbit then both are
reachable or both are unreachable. The algorithm for nonemptiness computes the
orbits of reachable configurations. Initially, we have the equality type of the unique
initial configuration, which can be easily computed. If we have the equality type of
some configuration, we can easily compute the equality types of all configurations
reachable from it in one step; thus finishing the description of the algorithm. �

Exercise 7. The complexity of the emptiness problem depends on how the size |A|
of the input automaton is measured. Show that that emptiness is:

• PSPACE-complete if |A| is the number of states and registers;

• NP-complete if |A| is the number of reachable orbits of configurations;

• polynomial time if |A| is the number of orbits of transitions.

Theorem 1.3 Universality is undecidable for nondeterministic register automata.

Proof
We reduce from the halting problem. Suppose that we have a Turing machine which
is an instance of the halting problem. We encode a run of a Turing machine as a data
word according to the following following picture:

a

1

q
_

2

_

3

_

4

#

5

b

1

r
_

2

_

3

_

4

#

5

b

1

s
c

2

_

3

_

4

#

5

b

1

q
c

2

a

3

_

4

#

5
data
values

control
state

cell
content

separator

identi�er

labels
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Each letter encodes a single cell in a single configuration. The word represents a
sequence of configurations, padded with blanks so that they all have the same length,
and separated by a letter #. The labels are used to store the contents of the cell
(blue), plus the control state (red) of the head if the head happens to be over that cell.
Finally, each cell gets a unique identifier, a data value (orange). The following claim
shows that the lahting problem reduces to universality of nondeterministic register
automata, thus proving the theorem.

Claim 1.3.1 There is a nondeterministic register automaton which accepts a data word
if and only if it is not an encoding of an accepting run of the Turing machine.

Proof
To prove the claim, we list the mistakes that can happen in a word that does not
encode an accepting run of a Turing machine:

1. The data values identifying the cells are chosen wrong. This means that:

(a) the separator # is used with more than one data value; or
(b) there exist positions x, y with the same data value such that the successor

positions x+ 1 and y + 1 have distinct data values.

The first condition can be tested using one register, the second condition using
two registers.

2. There is a mistake between two consecutive configurations. Assuming the
identifiers are chosen correctly, this can be tested using only one register, to
tell which cells correspond to which ones in the following configuration.

3. The first configuration is not initial, or the last configuration is not accepting.
For this, no registers are needed.

� �

Exercise 8. The undecidability proof in Theorem 1.3 used automata with two
register but no guessing (as in Exercise 5). Show that, in the presence of guessing,
universality remains undecidable even with one register.

Exercise 9. To express properties of data words, we can use first order logic, where
the quantifiers range over positions, and there are predicates for the order on posi-
tions, equality of data values, and the labels. For example, the following formula that
every position with label a is followed by a position with label b and the same data
value:

∀x︸︷︷︸
for every position x

(
a(x)︸︷︷︸

x has label a

⇒ ∃y︸︷︷︸
exists a position y

( y > x︸ ︷︷ ︸
y is after x

∧ y ∼ x︸ ︷︷ ︸
x and y have the same data value

∧ b(y)︸︷︷︸
y has label b

)
)

Show that satisfiability is undecidable for this logic, i.e. one cannot decide if a given
formula is true in some data word.
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2 Alternating automata
In a nondeterministic automaton, the transition is chosen nondeterministically in
favour of acceptance, i.e. for acceptance it suffices that there is at least one choice of
transitions that gives an accepting run. An alternating automaton is a generalisation
of a nondeterministic automaton, where the syntax specifies which states chose tran-
sitions in favour of acceptance, and which states chose transitions against acceptance.

Syntax and semantics of an alternating register automaton. The syntax of an
alternating register automaton is defined the same way as for a nondeterministic reg-
ister automaton, except that there is an additional partition of the states Q into two
parts, called existential and universal.

We define the semantics of the automaton using bags, where a bag is defined to
be a set (not necessarily finite) of configurations. For every input letter a (consisting
of a label and a data value), we define a binary relation a→ on bags, such that C a→ D
holds if:

• for every configuration c ∈ C with an existential state, the bag D contains
some configuration d such that (c, a, d) is a transition;

• for every configuration c ∈ C with a universal state, the bag D contains all
configurations d such that (c, a, d) is a transition.

A data word a1 · · · an is accepted if there exists a run

initial bag = C0
a1→ C1

a2→ · · · an→ Cn ∈ accepting bags

where the initial bag is defined to be the singleton of the initial configuration, and
an accepting bag is defined to be any bag that contains only configurations with
accepting states. We define → to be the union of all relations a→, ranging over all
letters a. In terms of this notation, an alternating automaton is nonempty if an
accepting bag is reachable from the initial bag via a finite number of steps of→.

Exercise 10. Show that languages recognised by alternating register automata are
closed under complement.

The emptiness problem. Nondeterministic register automata are the special case
of alternating register automata where all states are existential. By Exercise 10, the
emptiness and universality problems for alternating register automata are essentially
the same problem, which is undecidable by Theorem 1.3. Furthermore, by the
remarks in Exercise 8, this undecidability is true already for two registers and no
guessing, or even one register with guessing. That is the limit of undecidability:

Theorem 2.1 Emptiness is decidable for one register alternating automata without guess-
ing.
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The rest of this section is devoted to proving the above theorem. The set of
nonempty alternating automata is semi-decidable, i.e. there is an algorithm (guess a
word and run the automaton on it) which terminates if and only if the input automa-
ton is nonempty. Therefore, in order to prove decidability it suffices to show that
the set of empty alternating automata is also semi-decidable. The rest of this section
is devoted to designing an algorithm which inputs an automaton and terminates if
and only if the input automaton is empty. In other words, we are searching for a
finite and computable witness of emptiness.

As in the definition of semantic equivariance from Section 1, bijections of data
values can be applied to configurations and to bags of configurations. The following
order on bags is the key to our proof: we write C ≤ D if there is some bijection of
the data values π such that C ⊆ π(D). Here is a picture:

π

D

C
con�guration

bag bijection of
data values

bag
bigger

under ≤

This is easily seen to be a quasi-ordering, i.e. a transitive and reflexive relation. Call
a set of bags upward closed if it is upward closed with respect to this quasi-order. The
upward closure of a set of bags is the least upward closed set of bags that contains it.

The following lemma gives the semi-decidability of emptiness.

Lemma 2.2 (Finite Emptiness Witness Lemma) An alternating one register automa-
ton without guessing accepts no words if and only if there exists some finite set of bags C0
which is a witness in the following sense:

1. C0 contains no accepting bags;

2. the initial bag is in C0;

3. if C → D and C ∈ C0, then D is in the upward closure of C0.

Here is a picture of the witness from the above lemma:

π

upward closure of C0

�nite set of bags C0

initial bag

all accepting bags

reachable in one step from C0
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The idea is that the orange area, i.e. the upward closure of C0, is a trap in the sense
that no transition can leave the orange area. It is straightforward to see that existence
of a witness is semi-decidable: guess the set C0 and check the three conditions. For
the third condition, it is useful that there is no guessing, since the relation → has
finite outdegree without guessing (without guessing, the condition would still be
verifiable). Therefore, the Finite Emptiness Witness Lemma completes the proof of
Theorem 2.1. It remains to prove the lemma, which we do in the rest of this section.
Fix an alternating one register automaton.

There are two key properties of the relation ≤ which make the Finite Emptiness
Witness Lemma true: it is a well quasi-order and it is compatible with transition
relation→ on bags. These are explained and proved below.

Well quasi-order. We say that a quasi-order is a well quasi-order if it is well-founded
(no infinite strictly decreasing chains) and has no infinite antichains. The technique
of well quasi-orders, as used in the following proof, is one of the most common
methods of proving decidable properties for systems with infinitely many configura-
tions.

Exercise 11. Show that a quasi-order is a well-quasi-order if and only if every infinite
sequence contains a monotone subsequence, i.e. one where i ≤ j implies xi ≤ xj

Exercise 12. Show that for every dimension d ∈ {1, 2, . . .}, the set Nd is a well
quasi-order with respect to the coordinatewise ordering.

Lemma 2.3 The relation ≤ on finite bags is a well quasi-order.

Proof
It is clear that the relation is well-founded, since a strict decrease on finite bags im-
plies a strict decrease in the cardinality. It remains to show that there is no infinite
antichain. Define the profile of a bag C to be the following information:

• for each state q ∈ Q, does the bag contain a configuration with state q and an
undefined register;

• for each set of states P ⊆ Q, what is the number of data values d such that the
bag contains a configuration with state p and data value d if and only if q ∈ P .

A profile can be seen as a binary vector indexed byQ plus a vector of natural numbers
indexed by subsets of Q. The profile mapping takes incomparable pairs (of bags
under ≤) to incomparable pairs (of profiles seen as vectors ordered coordinatewise).
Therefore, the profile mapping takes infinite antichains to infinite antichains. Since
there are no infinite anitichains in the latter space by Exercise 12, it follows that there
are no infinite antichains in the former space. �

In our proof, we will be using the following corollary of being a well quasi-order.

Lemma 2.4 Every upward closed set of bags is the upward closure of a finite set of bags.
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Proof
By well-foundedness, every upward closed set is the upward closure of its minimal
elements. The minimal elements form an antichain, and hence there can only be
finitely many of them (up to renamings). �

Compatibility. The following lemma shows that the order ≤ on bags is compati-
ble with the transition relation → on bags in the sense that making the source bag
smaller makes doing transitions easier.

Lemma 2.5 The relation ≤ on bags is compatible with→ in following sense: for every
transition C → C ′ and every D ≤ C there exists some D′ ≤ C ′ with D → D′.

Proof
Here is the picture of compatibility:

D

C

D’

C’

for all

exists

Because→ is closed under permutations of data values, and also closed under making
the first argument a smaller bag. �

Using compatibility, we can prove the right-to-left implication in the Finite Empti-
ness Witness lemma. Suppose then that C0 is a finite set of bags which satisfies the
three conditions in the lemma. Let C be the upward closure of C0. Since accept-
ing bags are downward closed, condition 1 in the lemma implies that C contains no
accepting bags. Condition 2 implies that C contains the initial bag. Finally, compat-
ibility ensures that if C ∈ C and C → C ′ then also C ′ ∈ C. In other words, C is an
invariant which witnesses that the initial bag cannot reach any accepting bag.

Finding the finite emptiness witness. To complete the proof of the Finite Empti-
ness Witness lemma, we need to prove the left-to-right implication, i.e. find the finite
witness C0 in any alternating automaton that accepts no words.

Define R to be the set of bags which can reach some accepting bag in a finite
number of steps in the relation→.

Lemma 2.6 R is downward closed.
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Proof
Take any finite path

Cn → Cn−1 → · · · → C1 ∈ accepting bags.

To prove the lemma, we prove by induction on n that if D ≤ Cn then D ∈ R. The
induction base is the fact that the set of accepting bags is downward closed. For the
induction step, we use the compatibility established in Lemma 2.5. �

Stated differently, the above lemma says that the complement of R is upward
closed. Apply Lemma 2.4 to this complement, yielding a finite set of bags C0. We
will prove that C0 is a witness in the sense of the Finite Emptiness Witness Lemma.
By definition of C0, every bag C satisfies

C cannot reach an accepting bag iff C is in the upward closure of C0.

To prove that C0 is a witness, let us check the three conditions from the Finite Empti-
ness Witness Lemma. Clearly there can be no accepting bags in C0, because an accept-
ing bag can reach an accepting bag in zero steps. By assumption that the automaton
is empty, the initial bag cannot reach an accepting bag, and hence the initial bag is
in the upward closure of C0. Only the empty bag is smaller than the initial bag,
and the empty bag is accepting, hence the initial bag must actually be in C0, and not
only in its upward closure. Finally, let us prove the third condition. The upward
closure of C0 is closed under taking a step of→, since if C cannot reach an accepting
bag, then the same is true for anything reachable from C. This implies the third
condition. This completes the proof of the Finite Emptiness Witness Lemma and of
Theorem 2.1.

The general technique. Using the same proof, we obtain the following generalisa-
tion of Theorem 2.1.

Theorem 2.7 The following problem is decidable.

• Input.

– A directed graph on where every node has finite outdegree;
– A well quasi-order ≤ on vertices which is compatible with the edge relation;
– A source vertex plus a set of target vertices that is downward closed.

The graph is represented by algorithms for: enumerating the vertices, testing mem-
bership in the target set, testing the well quasi-order, and computing the neighbour
list of a given vertex.

• Question. Is there a path from the source to one of the targets?
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A temporal logic for data words. One register alternating automata can be dressed
up in the syntax of a temporal logic. The idea is to add one register to linear temporal
logic LTL. We do not give the detailed syntax and semantics, only some examples.
We are extending LTL, so we can write a formula

a until b,

which is true in a (data) word if a prefix of the label sequence is in a∗b. Instead of a, b
we could have used simpler formulas, and Boolean combinations are allowed. There
is also an operator to access the next position, so e.g. the formula

(a ∨ ¬a)︸ ︷︷ ︸
>

until (a ∧ next a)

says that there exist two consecutive positions with label a. We use finally ϕ as
syntactic sugar for > until ϕ. If we only use the operators until and next, then we
have exactly the logic LTL, which is insensitive to the data values. To access the
data values, we can add an operator store which stores the current data value, and a
formula same which is true whenever the current value is equal to the stored one.
For example, the formula

store
(
next ¬

(
finally same)

)
says that the first data value does not repeat, i.e. after storing it one cannot find the
same one again. In principle we could have several different registers for storing data
values, but if we want to translate the logic to one register alternating automata,
then only one register is allowed (and hence there is no need to give it a name). The
register can be reused, e.g. the following formula says that whenever the first data
value of the word is used, then the next two positions have distinct data values:

store
(
next ¬

(
finally(same ∧ next (load(next same)))

))
Exercise 13. For a possibly infinite alphabet Σ, define the Higman ordering on Σ∗

to be the relation of not necessarily connected substrings. Show that this is a well
quasi-ordering.

Exercise 14. Suppose that the data value are equipped with a total order. Show that
emptiness remains decidable for one register alternating automata without guessing,
even when the machine can use the order to compare the register with the current
data value.

Exercise 15. For a Turing machine with one tape, define a gain to be the process
of taking a configuration and inserting a new cell not below the head, with any label
from the work alphabet. Define a gainy computation step of a Turing machine to
be a finite (possibly zero) number of gains followed by a normal step of computa-
tion. Show that the halting problem is decidable for Turing machines with semantics
defined using gainy computation steps.
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Exercise 16. Show that there is an infinite antichain for the following order on A∗:

w ≤ v if w is Higman smaller or equal to π(v) for some permutation of A.

Exercise 17. Show that there is a language L ⊆ A∗ that is upward closed under the
Higman order, but is not recognised by a nondeterministic register automaton.

3 Most models of register automata are inequivalent
The goal of this section is to collect exercises which show that with one exception,
the only inclusions between models of register automata are the ones that trivially
follow from the definitions. To have a richer landscape, we also consider the two-
way variant of register automata, where the head of the automaton can move both
ways, with the input being extended by markers on both sides. For the purpose of
this section, we assume that all models allow ε-transitions.

Exercise 18. Show that a deterministic two-way register automaton can recognise

{a1 · · · an : a1, . . . , an are distinct and n is a prime number}.

Exercise 19. Show that for two-way (even nondeterministic) register automaton A
with one register, if the labels are Σ then the following language is regular:

{b1 · · · bn ∈ Σ∗ : A accepts (b1, a1) · · · (bn, an) for some distinct data values a1, . . . , an ∈ A}

Exercise 20. Find a language that is recognised by an alternating register automaton
with guessing, but not by any alternating register automaton without guessing.

Exercise 21. Show that every two-way nondeterministic register automaton can be
simulated by an alternating register automaton (with guessing and ε-transitions.)

We now present a series of exercises with a more systematic study of the fol-
lowing models of automata: one-way deterministic and nondeterministic, two-way
deterministic and nondeterministic, as well as one-way alternating with or without
guessing. We assume ε-transitions are allowed in all models. The picture with these
six models is in Figure 1. The picture shows the obvious containments which follow
from the syntax as well as the less obvious containment from Exercise 20. In the
solutions to the following exercises, one is allowed to give answers conditional on
open problems in complexity theory such as P = NP.

Exercise 22. Show a language that witnesses point 3 in Figure 1.
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Figure 1: Six classes of register automata and their combinations. Point 1 is the
language: “last letter appears only once”, while point 2 is the language “all letters are
distinct”. The remaining points 3,4, 5 are Exercises 22-24, while Exercise 25 sums up
the results by saying that all combinations are possible.

Exercise 23. Show a language that witnesses point 4 in Figure 1.

Exercise 24. Show a language that witnesses point 5 in Figure 1.

Exercise 25. Show that all coloured areas in Figure 1 contain languages.

4 Two variable logic and data automata
In this section we define an automaton model for data words that does not use regis-
ters, called data automata. There are three reasons to discuss data automata: empti-
ness of data automata are a pretext to discuss an important decidability result about
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vector addition systems; there is a nontrivial result that data automata generalise non-
deterministic register automata; and data automata have a natural correspondence to
two variable logic over data words.

Letter-to-letter transductions. In the definition of a data automaton, we use a
nondeterministic transducer over words without data, so we begin by describing this
transducer. Consider a nondeterministic finite automaton where every transition is
labelled by a letter of an output alphabet. We view this automaton as a device which
inputs a word, and outputs all possible words that label accepting runs (in other
words, the semantics of such an automaton is a binary relation on words, which
only contains pairs of words with equal lengths). A relation

R ⊆ Σ∗ × Γ∗

is called a nondeterministic letter-to-letter transduction if it can be described this way.

Example 3. Consider the set of pairs

(w, v) ∈ {a, b}∗ × {a, b, a, b}∗

such that v is obtained from w by underlining exactly one position. This relation is
realised by the following automaton:

a/a

b/b

a/a

a/a

b/b

a/a

b/b

Explanation
A transition like this

inputs a and outputs a

�

Data automata. We are now ready to define a data automaton.

Definition 4.1 The syntax of a data automaton is given by:

• finite input and work alphabets Σ and Γ;

• a nondeterministic letter-to-letter transduction R ⊆ Σ∗ × Γ∗;

• a regular language L ⊆ Γ∗ called the class condition.

A data automaton is used accept or rejects data words in (Σ×A)∗. For a data word,
define a class to a maximal set of positions with the same data value, and define a
class string to be a sequence in Σ∗ obtained by taking some class and reading all of
its labels from left to right. The language recognised by a data automaton is defined
to be those data words such that the sequence of labels can be transformed by the
transducer so that in the resulting data word in (Γ × A)∗, all class strings are in L.
Here is a picture:
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1 2 3 3 2 1 1 3 2 3 3 2 2 1 1

a b a b a a a b a a b a a a a

c d c d d c c d c c c d d c c

d d c d d

c d d c c

c c c c c

data values

input labels

output of transducer

class string of 1 

class string of 2

class string of 3

Example 4. A data automaton can check that every data value appears exactly
twice. The transducer is the identity, while the class condition contains all words of
length exactly two. �

Example 5. A data automaton can check that some data value appears an even
number of times. The transducer underlines exactly one position, as in Example 3.
The class condition says that if a word contains an underlined position, then it has
even length. �

Example 6. Suppose that the input alphabet is {a, b, c}. Consider a data automaton
where the transducer is the identity and the class condition says that each letter
occurs exactly once. The language recognised by this data automaton, after erasing
data values, is the set of words where each letter appears the same number of times.
�

Vector addition systems. We will prove that emptiness for data automata is decid-
able, because it reduces to reachability problem for vector addition systems, which is
known to be decidable, although highly challenging. A vector addition system is any
finite δ ⊆ Zd of integer vectors with a common dimension d, called the transitions.
A run of a vector addition system is a sequence

v0, v1, . . . , vn ∈ Nd such that vi − vi−1 ∈ δ for every i ∈ {1, . . . , n}

Note that all vectors in the run must be nonnegative on all coordinates, even if δ can
use negative numbers. Here is a picture in dimension two
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transitions a run

The reachability problem for vector addition systems is to decide, given two vectors
of natural numbers, if there exists a run that begins in the first vector and ends in
the last one. The following famous result uses one of the most difficult decidability
proofs; this proof is not included in these lecture notes.

Theorem 4.2 The reachability problem for vector addition systems is decidable.

A vector addition system can be used as a language recogniser in the following
way. Define a multicounter automaton to be vector addition system δ ⊆ Zd together
with designated initial and final vectors in Nd, as well as a relation γ ⊆ δ × Σ which
associates to each transition the input letters that can be used for it. A word in Σ∗ is
accepted if there exists a run from the initial to the final vector, which is consistent
with the input word according to γ. Emptiness for multicounter automata is the
same problem as reachability for vector addition systems, and is therefore decidable.

Example 7. Here is a multicounter automaton which recognises the set of words
over {a, b} where the number of a’s is equal to the number of b’s. We use two
counter names a, b. When reading an a letter, we can either increment the a counter,
or decrement the b counter. When reading a b, we can either increment the b counter,
or decrement the a counter. The initial vector is (0, 0) and the final vector is also
(0, 0). �

Lemma 4.3 Every regular language is recognised by a multicounter automaton.

Proof
Consider a regular language recognised by a nondeterministic automaton with states
which are numbers {0, . . . , n}. To simulate this automaton, we use a multicounter
automaton with two counters, where state q is encoded by a vector (q, n − q). A
transition which goes from q to p is represented by the integer vector (q − p, p− q).
(To be completely precise, the lemma only works for regular languages L ⊆ Σ+,
i.e. regular languages of nonempty words, since otherwise we would need the initial
and final vectors to be the same. If a regular language does not contain the empty
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word, then one can find a nondeterministic automaton with exactly one initial and
exactly one accepting state.) �

For a language L ⊆ Σ∗ define shuffleL to be be all words in Σ∗ which can be
labelled with data values so that all class strings are in L.

Lemma 4.4 If L is regular, then shuffleL is recognised by a multicounter automaton.

Proof
Suppose that L is recognised by a deterministic automaton with states Q. We define
a multicounter automaton with one counter per state from Q. The initial and final
vectors are the same, namely the zero vector. For every transition q a→ p of the au-
tomaton recognising L, we create a transition in the multicounter automaton which
reads a, decrements counter q and increments counter p. If q is the initial state, then
we also create a transition which reads a and only increments counter p. If p is a final
state, then we also create a transition which reads a and only decrements counter q.
�

Emptiness for data automata. In the proof of the following theorem, we see that
emptiness for data automata is the same thing as emptiness for multicounter au-
tomata, and therefore the same thing as reachability for vector addition systems.

Theorem 4.5 Emptiness is decidable for data automata.

Proof
A data automaton is nonempty if and only if there exists a word over the work al-
phabet which is a possible output of the transducer, and such that the word can be
labelled by data values so that every class string is in the class condition of the data
automaton. The set of possible outputs of the transducer is easily seen to be a regular
language (a nondeterministic automaton can guess the input and the run of the trans-
ducer on it). Using the shuffle terminology, we have just shown that emptiness of
data automata reduces to the following problem: given regular languages L,K ⊆ Γ∗

decide if

K ∩ shuffleL = ∅.

The language K is recognised by a multicounter automaton thanks Lemma 4.3,
while shuffleL is recognised by a multicounter automaton thanks to Lemma 4.4.
Languages recognised by multicounter automata are easily seen to be closed under
intersection, and therefore the problem above boils down to testing nonemptiness
for an effectively obtained multicounter automaton, which is decidable thanks to
Theorem 4.2.�

Exercise 26. Show that languages recognised by data automata are not closed under
Kleene star.

Exercise 27. Show that emptiness is decidable for vector addition systems if the
definition of a run is modified so that the intermediate vectors are allowed to use
negative coordinates, i.e. the intermediate coordinates are vectors in Zd.
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4.1 Recognising equality with successors
We now show that a data automaton can compute which positions in a data word
have the same data value as their neighbours.

Lemma 4.6 There is a data automaton which recognises the set of data words where the
label of each position is the subset of {predecessor, successor} that indicates indicates which
neighbors of the position have the same data value.

Proof
Instead of writing a set we draw a semicircle on the left side if the label does not
contain “predecessor” and a semicircle on the right side if the label does not contain
“successor”, as in the following picture:

1 2 3 3 4 1 1 1 3 2 2 4 3 4 4 4

Given an input data word, the transducer in the data automaton guesses a colouring
of the semicircles with two colours as in the following picture:

1 2 3 3 4 1 1 1 3 2 2 4 3 4 4 4

Such a colouring is called consistent if it satisfies the following conditions:

1. An edge connecting two consecutive positions is labelled by a monochromatic
circle, or not circle at all (technically speaking, the label of such an edge is
distributed across the two connected positions).

2. If x, y are consecutive positions in some class (but they might be separated by
positions from other classes), then the right side of x and the left side of y
either form no circle at all, or have different colours.

3. The first position in each class has a semicircle on its left, and the last position
in each class has a semicircle on its right.

The notion of consistency is designed so that condition 1 can be checked by the
transducer in a data automaton, and conditions 2 and 3 can be checked by the class
condition. In the following two claims, we show that a data word belongs to the
language if and only if it can be coloured in a consistent way.

Claim 4.6.1 Every data word in the language can be coloured in a consistent way.

Proof
Consider a data word in the language. We need to colour each grey circle (i.e. pairs
of consecutive positions with different data values) with a single colour so that con-
dition 2 is satisfied. We say that two circles are in conflict if the left half of the left
circle has the same data value as the right half of the second circle, and this data value
does not appear in between, as in the following picture:
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con�icting circles

4 does not appear

{1 2 3 3 4 1 1 1 3 2 2 4 3 4 4 4

Condition 2 in the definition of consistency says that conflicting circles cannot have
the same colour. If we view the conflict relation as a directed graph on circles, with
arrows pointing from left to right, then this graph is a forest, i.e. every circle has
indegree at most one. A forest can always be coloured with two colours so that
edges have endpoints with different colours. �

Claim 4.6.2 If a data word can be coloured consistently, then it is in the language.

Proof
Suppose that a data word can be coloured consistently. We need to show that there
is a circle connecting two consecutive positions if and only if these positions have
different data values.

For the left-to-right implication, consider a circle connecting x and its successor.
By condition 1 this circle is monochromatic, say it has colour c. By condition 2
of consistency, the next position in the class of x has its left side coloured with a
different colour than c, and hence the next position in the class of x cannot be the
successor of x.

We prove the right-to-left implication by doing an inductive left-to-right pass.
Consider consecutive positions x with x + 1 with different data values. To prove
that they are connected by a circle, by condition 1 it suffices to prove that the left
side of x + 1 has a semicircle. If x + 1 is the first position in its class then it has a
semicircle on its left by condition 3, otherwise x + 1 has a previous position in its
class and then we use the induction assumption. �

By Claims 4.6.1 and 4.6.2, a data word belongs to the language in the statement
of the lemma if and only if its circles can be coloured in a consistent way. Checking
if such a colouring exists is done by the data automaton. �

Exercise 28. Let k ∈ {0, 1, . . .}. Show that there is a data automaton which
recognises the set of data words where a position x is labelled by the set of those
i ∈ {0, 1, . . . , k} such that x and x+ i have the same data value.

Exercise 29. Recall the notion of class string in the definition of a data automaton,
where the positions from outside the class are erased, as in this picture:
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1 2 3 3 2 1 1 3 2 3 3 2 2 1 1

a b a b a a a b a a b a a a a

a a a a a

data values

labels

class string of 1 

Consider an alternative definition of class string, where the positions from outside
are replaced by question marks, like this:

1 2 3 3 2 1 1 3 2 3 3 2 2 1 1

a b a b a a a b a a b a a a a

a a a a a

data values

labels

class string of 1 ? ? ? ? ? ? ? ? ? ?

Show data automata defined with this alternative notion of class string have the same
expressive power as original model of data automata.

Exercise 30. In the spirit of the previous exercise, consider yet another definition
of class string, where the positions from outside the class are coloured red, like this:

1 2 3 3 2 1 1 3 2 3 3 2 2 1 1

a b a b a a a b a a b a a a a

a b a b a a a b a a b a a a a

data values

labels

class string of 1 

Show data automata defined with this alternative definition are strictly more expres-
sive than the original model of data automata.

Exercise 31. Consider a sequence of data values where every position is labelled by
a subset of {cut, chosen}. We say a position is chosen if its label contains “chosen”
and we say that two positions x < y are in the same interval if “cut” does not appear
in the labels of positions x+ 1, . . . , y. Show that there is a data recognising the data
words which satisfy the following two conditions:

• all chosen positions in the same interval have the same data value; and

• there is no non-chosen position which has the same data value as some chosen
position in the same interval.

Exercise 32. Show that every language recognised by a nondeterministic register
automaton is also recognised by a data automaton. (Hint: use the previous exercise.)
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4.2 A modal logic recognised by data automata
In this section we use the decidability of data automata and Lemma 4.6 to show
decidable satisfiability for a certain modal logic expressing properties of data words.

Define a modality to be a formula describing a relationship between two positions
x and y in a data word, which is of the form α ∧ β where α is either “x has the same
data value as y” or “x has a different data value than y” and β is one of the following
four formulas:

x < y − 1 x = y − 1 x = y + 1 x > y + 1.

There are eight modalities in total. Using these modalities, we define a logic on
data words, call it data word modal logic. Each formula of this logic selects a set of
positions in a data word. The formulas of the logic are:

• Every letter a ∈ Σ is a formula, which selects all positions that have label a.

• Formulas are closed under Boolean combinations, including negations.

• If m is a modality and ϕ if a formula then 〈m〉ϕ is a formula, which selects a
position x if there exists a position y selected by ϕ such that m(x, y).

Define the language of a formula to be the data words whose first position is selected.

Theorem 4.8 Every language defined by a formula of the modal logic is recognised by a
data automaton.

The main step in the proof is to show that every modality can be recognised by
a data automaton, in the sense made explicit by the following lemma.

Lemma 4.9 Letm be one of the modalities. Consider data words each position is colored
by a subset of {red, blue}. The following property is recognised by data automaton:

A position x is red if and only if there is a blue position y with m(x, y).

Proof
Consider a modality α∧β. If α says that “x and y have the same data value” then the
property in the statement of the lemma can be checked using the class automaton,
with the help of the labelling from Lemma 4.6 to test which neighbours have the
same data value. If β says that y is the successor or predecessor of x, then we can also
use Lemma 4.6. The only remaining case is when the modality m is

(*) y has the same data value as x and y > x+ 1

or the symmetric one with y < x−1. Because languages recognised by data automata
are closed under reversing, we only consider the modality (*). Consider the following
parts of a data word:
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a�er b1 before b1 between b1 and b2{ { {
dddddd

b1 is the last 
blue position,

and d is its
data value

b2 is the last 
blue position

with a data
value ≠ d

Some parts might be undefined, i.e. b1 is undefined if there are no blue positions and
b2 is undefined if at most one data value is used for blue positions. For the modality
(*), the property in the statement of the lemma can be reformulated as follows

1. if a position has data value d, then it is red if and only if it is ≤ b2.

2. if a position has data value 6= d, then it is red if and only if it is ≤ b1.

Both of these properties are regular properties of the labelling, assuming that the
partition into the parts concerning b1 and b2 is known. This partition can be guessed
and checked by a data automaton, assuming that special colours are used to mark the
classes of b1 and b2. �

Proof (of Theorem 4.8)
Let ϕ be a formula of data word modal logic. Given an input word, the data automa-
ton nondeterministically guesses for each position x in the data word a set Γx of
subformulas of ϕ, intuitively speaking those formulas which select it. Then it checks
that:

1. The set Γ1 contains ϕ.

2. A position x has label a if and only a ∈ Γx.

3. For every position x, the set Γx contains a subformula ϕ1∧ϕ2 of ϕ if and only
if Γx contains both ϕ1, ϕ2. Likewise for ∨ and ¬.

4. For every position x, the set Γx contains a subformula 〈m〉ψ of ϕ if and only
there is some position y such that m(x, y) and ψ ∈ Γy.

The first three conditions are regular properties of the labelling and can be checked
by the transducer while guessing the sets Γx. For every fixed choice of subformula
〈m〉ψ, the last condition can be verified by a data automaton using Lemma 4.9, by
choosing red for those positions that have 〈m〉ψ in their label and choosing blue for
positions that have ψ in their label. All of these checks can be done in parallel, hence
one data automaton is sufficient. �

Exercise 33. Show that satisfiability for data word modal logic is at least as hard as
emptiness for data automata.
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Exercise 34. Consider first-order logic on data words, as described in Exercise 9.
Show that adding a predicate x = y+1 for testing the successor relation and limiting
the logic to two variables, we get a logic that has the same expressive power as data
word modal logic.
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