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Abstract. We abstract our work on global caching for multimodal de-
scription logic ALC to broaden its applicability. The abstract setting
allows us to prove the soundness of global caching for various tableau
calculi of exptime-complete modal/description logics to produce opti-
mal (exptime) decision procedures (see, e.g., [4–7]).

1 Introduction and Motivation

Description logics (DLs) are cousins of modal logics that represent the domain
of interest in terms of concepts, objects, and roles. They are useful for modelling
and reasoning with structured knowledge. We can use them, for example, in
conceptual modelling or as ontology languages.

For automated reasoning in description logics, tableau decision procedures
have proved most successful in practice to date [2]. One of the most useful
optimisations for such tableaux is “caching” (see, e.g., [9]). In this paper, we
study “global caching” for modal tableaux. We first explain the different forms
of “caching” which are used in currently implemented tableau systems.

Traditional tableau provers like FaCT or DLP [9] as well as the tableau al-
gorithm for the basic description logic ALC of Donini and Massacci [3] explore
a search space which is an “or”-tree, where each node of the tree is an ABox.
Each ABox in turn is an “and”-structure consisting of nodes (standing for indi-
viduals) and edges (standing for role assertions). Each node in an ABox has a
content/label identifying the set of formulae that (should) “hold” at the node.

The status of a node can be known as consistent or inconsistent or can
be unknown. The content (set of concepts/formulae) of a node with a status
known to be consistent or inconsistent can always be “cached”: that is, if a
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node n with content X is created and another node m with the same content
has already been given a status as consistent or inconsistent then of course the
new node n can be given the same status and need not be explored. This is
usually called “equality checking”. An obvious variant called “subset checking”
can also be used as follows: if a node n with content X is created and another
node m with content Y ⊇ X (resp. Y ⊆ X) has already been given status
consistent (resp. inconsistent) then the new node n can be given the same status.
Equality/subset checking (“caching”) is very useful and has been adopted for
many tableau systems (e.g. [9, 3]).

But note that in all of these methods, we can only cache the contents of nodes
whose status is known to be consistent or inconsistent. The contents of previously
seen nodes whose status remains unknown cannot be cached. Contrary to these
methods, by “caching”, we mean the storing of the contents of nodes even if the
node status is unknown.

In this light, the simplest kind of caching, called “blocking”, is to block ex-
pansion of a node if some ancestor (in the current and-or search branch) has the
same content. A more advanced caching technique called “anywhere blocking”
[1, 10, 11, 2, 12] is to guarantee that each node in an ABox has a unique content.
Both of these methods allow us to cache the contents of nodes whose status is
currently unknown. But note that “blocking” and “anywhere blocking” are de-
fined within an ABox, and the contents of nodes with undetermined status in one
ABox are not cached when we move to another ABox. Consequently, the same
content (concept/formula set) may be expanded multiple times in the search
because it appears in multiple different ABoxes. More specifically, or-branching
rules like those for syntactic branching or semantic branching move us from one
ABox to another, and these are usually handled non-deterministically in tradi-
tional description logic provers like FaCT and DLP. It is not surprising therefore
that in the worse case for ALC, FaCT and DLP run in at least nexptime.

The tableau algorithm given by Donini and Massacci in [3] is the first tableau
algorithm for ALC which runs in exptime. Their algorithm uses depth-first
search, permanently caches “all and only unsatisfiable sets of concepts”, and
temporarily caches the contents of visited nodes on the current branch as satis-
fiable, even though this means that “many potentially satisfiable sets of concepts
are discarded when passing from one (or-)branch to another (or-)branch” [3].

In [6], we have given an optimal (exptime) tableau algorithm for ALC us-
ing global caching : each possible set of concepts/formulae is expanded at most
once. Thus, unlike “anywhere caching”, global caching does allow us to cache
the contents of nodes across ABoxes even when the node has status unknown.
The algorithm is based on a simple traditional (Beth) tableau calculus which
builds an and-or graph where no two nodes of the graph contain the same for-
mula/concept set. It is a useful technique for developing optimal tableau al-
gorithms for modal/description logics whose satisfiability problem is exptime-
complete. For example, we have applied the technique for regular modal logics
of agent beliefs [5], which can be used for reasoning about epistemic states of
agents in multi-agent systems. Other examples are [4, 7].
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Here, we distill the essential components of this work to give a method of
global caching for a generic (abstract) modal tableau calculus and prove its
soundness. We show that if the calculus has the analytic subformula property
and the set of formulae that can occur in a tableau for a finite formula-set X
has a size which is polynomial in the size of X then using global caching for
the calculus results in an exptime decision procedure for checking consistency
w.r.t. the calculus.

2 Abstract Modal Tableaux

Let L be a finite bit sequence representing a name and parameters of a logic.
We refer to L as a logic ID. Formulae in a logic L are finite sequences of symbols
formed using a certain syntax with the assumption that the falsum constant ⊥
is always a formula (which can never be true). The size of a formula set X is the
sum of the lengths of the formulae in X.

A tableau calculus CL for a logic L is a finite set of CL-tableau rules of the
form described below plus a function initCL that maps a finite formula set X
to a finite formula set initCL(X) computable in time polynomial in the size of
X and the length of L.3 A (k-ary) CL-tableau rule consists of a formula set
X called the numerator and a finite list of formula sets Y1, Y2, . . . , Yk called
denominators, written as below:

(ρ)
X

Y1 | . . . | Yk

For every rule (ρ), we require that:

PTime Denominators: each denominator Yi is computable from X and L in
polynomial time;

Monotonicity: if we apply the rule (ρ) to X ′ ⊃ X in the same way as to X
then we obtain denominators Y ′1 , . . . , Y

′
k such that Y ′i ⊇ Yi for 1 ≤ i ≤ k;

Terminal, Static or Transitional: (ρ) is either a (⊥)-rule or a static rule or
a transitional rule, where
– a (⊥)-rule has only one denominator {⊥};
– a static rule has X ⊆ Yi for every 1 ≤ i ≤ k, and we implicitly assume

that it is applied only when X ⊂ Yi for every 1 ≤ i ≤ k (i.e. when
applying the rule produces something “new” in each denominator);

– a transitional rule has only one denominator.
The intuition of this sorting is that static rules keep us in the same world
of the Kripke model under construction, while transitional rules take us to
a new Kripke successor world.

A formula set X is closed w.r.t. to a rule if applying the rule to X gives back
X as one of the denominators. We have assumed that a static rule is applied to
X only when X is not closed w.r.t. to the rule.
3 In most cases, either initCL(X) = X or initCL(X) = X ∪ Γ , where Γ is a set of

“global assumptions” and stands for a parameter of L.
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A CL-tableau for X is a tree with root initCL(X) whose nodes carry finite
formula sets obtained from their parent nodes by instantiating a CL-tableau rule
with the proviso: if a child s carries a set Y and no rule is applicable to Y or Y
has already appeared on the branch from the root to s then s is an end node.

A branch in a tableau is closed if its end node carries only ⊥. A tableau is
closed if every one of its branches is closed. A tableau is open if it is not closed. A
finite formula set X is CL-consistent if every CL-tableau for X is open. If some
CL-tableau for X is closed then X is CL-inconsistent.

A tableau calculus CL has the analytic subformula property if for every finite
formula set X there is a finite formula set X∗CL such that every formula set
carried by a node in a CL-tableau for X is a subset of X∗CL.

3 Global Caching for Tableaux

Let CL be a tableau calculus. In Figure 1 we give an algorithm for checking
CL-consistency which creates an and-or graph using the tableau rules of CL and
global caching. A node in the constructed graph is a record with three attributes:

content: the formula set carried by the node,
status: {unexpanded, expanded, cons, incons},
kind: {and-node, or-node}.

To check whether a given finite formula set X is CL-consistent, the content
of the initial node τ with status unexpanded is initCL(X). As long as the status
of the initial node τ is neither cons nor incons and there are still unexpanded
nodes, the algorithm chooses an unexpanded node to expand. Here, different
search strategies can be applied; in particular, one can use depth-first search or
heuristic search.

A node v is expanded as follows. If a (⊥)-rule of CL is applicable to the
content of v, then v receives status incons, else the algorithm tries to apply a
static rule of CL to the content of v, where unary rules are tried before non-
unary rules. If none of those rules are applicable, then the algorithm applies
every transitional rule of CL simultaneously in every possible way. If no rule
of CL is applicable to the content of v, then v receives status cons. Without
“caching” and “blocking”, each formula set obtained from an application of a
tableau rule would form a new successor node with status unexpanded. With
global caching, however, the algorithm first checks whether an already existing
node w has that formula set as content. If so, then it does not create a new
successor node, but merely inserts an edge from v to w.

When some rule is applied to v, if it is a non-unary static rule, then v is an
or-node, else v is an and-node. If v is an or-node and one of its successors has
status cons, or v is an and-node and all of its successors have status cons, then
v receives status cons. Dually, if v is an and-node and one of its successors has
status incons, or v is an or-node and all of its successors have status incons,
then v receives status incons. If these steps cannot determine the status of v
as cons or incons, then its status is set to expanded. But if these steps do
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Algorithm 1

Input: a tableau calculus CL and a finite formula set X
Output: an and-or graph G = 〈V,E〉

with τ ∈ V as the initial node such that τ.status = cons iff X is CL-consistent
Remark: We use “rule” to refer to a CL-tableau rule.

1. create a new node τ with τ.content := initCL(X) and τ.status := unexpanded;
let V := {τ} and E := ∅;

2. while τ.status /∈ {cons, incons} and there exists a node v ∈ V with v.status =
unexpanded do:
(a) D := ∅;
(b) if v.content = {⊥} then v.status := incons

(c) else if no rule is applicable to v.content then v.status := cons

(d) else if some (⊥)-rule is applicable to v.content then v.status := incons

(e) else if some static rule with only one denominator is applicable to v.content
giving denominator Y then v.kind := and-node, D := {Y }

(f) else if some static rule with at least two denominators is applicable to v.content
giving denominators Y1, . . . , Yk (all different from v.content) then v.kind :=
or-node, D := {Y1, . . . , Yk}

(g) else
i. v.kind := and-node,

ii. for every transitional rule applicable to v.content and for every possible
application of the rule to v.content giving denominator Y , add Y to D;

(h) for every denominator Y ∈ D do
i. if some w ∈ V has w.content = Y then add edge (v, w) to E

ii. else let w be a new node, set w.content := Y , w.status := unexpanded,
add w to V , and add edge (v, w) to E;

(i) if v.status /∈ {cons, incons} then
i. if (v.kind = or-node and one of the successors of v has status cons)

or (v.kind = and-node and all the successors of v have status cons) then
v.status := cons

ii. else if (v.kind = and-node and one of the successors of v has status incons)
or (v.kind = or-node and all the successors of v have status incons) then
v.status := incons;

(j) if v.status ∈ {cons, incons} then propagate(G, v)
(k) else v.status := expanded;

3. if τ.status /∈ {cons, incons} then
for every node v ∈ V with v.status 6= incons, set v.status := cons;

Fig. 1. Checking CL-Consistency Using Global Caching

determine the status of a node v to be cons or incons, this information is
itself propagated to the predecessors of v in the and-or graph G via the routine
propagate(G, v), explained shortly.

The main loop ends when the status of the initial node τ becomes cons or
incons or no node of the graph has a status unexpanded. In the latter case, all
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Procedure propagate(G, v)
Parameters: an and-or graph G = 〈V,E〉 and v ∈ V with v.status ∈ {cons, incons}
Returns: a modified and-or graph G = 〈V,E〉

1. queue := {v};
2. while queue is not empty do
3. (a) extract x from queue;

(b) for every u ∈ V with (u, x) ∈ E and u.status = expanded do

i. if (u.kind = or-node and one of the successors of u has status cons)
or (u.kind = and-node and all the successors of u have status cons) then

u.status := cons, queue := queue ∪ {u}
ii. else if (u.kind = and-node and one of the successors of u has status incons)

or (u.kind = or-node and all the successors of u have status incons) then
u.status := incons, queue := queue ∪ {u};

Fig. 2. Propagating Consistency and Inconsistency Through an And-Or Graph

nodes with status 6= incons are given status cons (effectively giving the status
open to tableau branches which loop).

The procedure propagate used in the above algorithm is specified in Figure 2.
As parameters, it accepts an and-or graph G and a node v with status cons or
incons. The purpose is to propagate the status of v through the and-or graph
and alter G to reflect the new information. Initially, the queue contains only v.
While the queue is not empty: a node x is extracted; the status of x is propagated
to each predecessor u of x in an appropriate way; and if the status of u becomes
cons or incons then u is inserted into the queue for further propagation.

Proposition 1. If CL has the analytic subformula property then Algorithm 1
for CL and X runs in (deterministic) exponential time in the size of X∗CL.

Proof. Let G = 〈V,E〉 be the graph constructed by Algorithm 1 for X using
CL and n be the size of X∗CL. For every v ∈ V , we have that v.content ⊆
X∗CL, hence the size of v.content is O(n). For every v, v′ ∈ V , if v 6= v′ then
v.content 6= v′.content. Hence V contains 2O(n) nodes. Every v ∈ V is expanded
(by Steps (2a)–(2k)) only once and such a task takes 2O(n) time units without
counting the execution time of the procedure propagate. When v.status becomes
cons or incons, the procedure propagate executes 2O(n) basic steps directly
involved with v. Hence the total time of the executions of propagate is of rank
2O(n). The time complexity of Algorithm 1 is therefore of rank 2O(n).

Lemma 1. It is an invariant of Algorithm 1 that for every v ∈ V :

1. if v.status = incons then
– a (⊥)-rule of CL is applicable to v.content,
– or v.kind = and-node and there exists (v, w) ∈ E such that w 6= v and
w.status = incons,

– or v.kind = or-node and for every (v, w) ∈ E, w.status = incons;
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2. if v.status = cons then
– v.content 6= {⊥} and no rule of CL is applicable to v.content,
– or v.kind = or-node and there exists (v, w) ∈ E with w.status = cons,
– or v.kind = and-node and for every (v, w) ∈ E, w.status = cons.

(Since a static rule is applied only when the application produces something
“new”, if v.kind = or-node and (v, w) ∈ E then w 6= v since w.content 6=
v.content.)

Proof. Lemma 1(1) clearly holds since these are the only three ways for a node
to get status incons. For Lemma 1(2) there is the possibility that the node gets
status cons via Step 3 of Algorithm 1.

For a contradiction, assume that v.status becomes cons because of Step 3 of
Algorithm 1 and that all three clauses of the “then” part of Lemma 1(2) fail:

1. First, the rule assumed to be applicable to v.content cannot be a (⊥)-rule as
this would have put v.status = incons, contradicting our assumption that
v.status = cons. Hence v.kind = or-node or v.kind = and-node after this
rule application.

2. Second, if v.kind = or-node then v must have at least two successors created
by a static rule. If none of the successors has status cons then they must all
have status incons. But Algorithm 1 and procedure propagate always ensure
that incons is propagated whenever it is found. As soon as the incons status
of the last child is found, the ensuing call to propagate would have ensured
that v.status = incons, contradicting our assumption that v.status = cons.

3. Third, if v.kind = and-node then v has at least one successor w (say) with
(v, w) ∈ E. If w.status 6= cons, then we must have w.status = incons.
Again, when w gets status incons, procedure propagate would ensure that
v.status = incons too, contradicting our assumption that v.status = cons.

Lemma 2. Let G = 〈V,E〉 be the graph constructed by Algorithm 1 for X using
CL. If τ.status = incons then X is CL-inconsistent.

Proof. Using Lemma 1, we can construct a closed CL-tableau for X by induction
on the way a node depends on its successors and by copying nodes so that the
resulting structure is a (tree) tableau rather than a graph.

Let G = 〈V,E〉 be the graph constructed by Algorithm 1 for X using CL.
For v ∈ V with v.status = cons, we say that v0 = v, v1, . . . , vk with k ≥ 0 is a
saturation path of v in G if for each 1 ≤ i ≤ k, we have vi.status = cons, the
edge E(vi−1, vi) was created by an application of a static rule, and vk.content
is closed w.r.t. the static rules. Observe that if v0, . . . , vk is a saturation path of
v0 in G then v0.content ⊆ . . . ⊆ vk.content.

By Lemma 1, if v.status = cons then there exists a saturation path of v
in G.

Lemma 3. Let G = 〈V,E〉 be the graph constructed by Algorithm 1 for X using
CL. If τ.status = cons then every CL-tableau for X is open.
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Proof. Let T be an arbitrary CL-tableau for X. We maintain a current node
cn of T that will follow edges of T to pin-point an open branch of T . Initially
we set cn to be the root of T . We also keep a (finite) saturation path σ of
the form σ0, . . . , σk for some σ0 ∈ V and call σ the current saturation path in
G. At the beginning, set σ0 := τ and let σ be a saturation path for σ0 in G:
such a saturation path exists since τ.status = cons. We maintain the invariant
cn.content ⊆ σk.content, where cn.content is the set carried by cn.

Remark 1. By the definition of saturation path, σk.status = cons. The invariant
thus implies that no (⊥)-rule is applicable to cn.

Clearly, the invariant holds at the beginning since σ0 = τ and τ.content =
cn.content and σ0.content ⊆ σk.content. Depending upon the rule applied to cn
in the tableau T , we maintain the invariant by changing the value of the current
node cn of T and possibly also the current saturation path σ in G:

1. Case the tableau rule applied to cn is a static rule. Since cn.content ⊆
σk.content and σk.content is closed w.r.t. the static rules, cn has a successor
u in T with u.content ⊆ σk.content. By setting cn := u, the invariant is
maintained without changing σ.

2. Case the tableau rule applied to cn is a transitional rule and the successor is
u ∈ T . By the invariant, the rule can be applied to σk.content in the same
way, creating a successor node w ∈ V with w.content ⊇ u.content. Moreover,
σk is an and-node with σk.status = cons, hence w.status 6= incons, meaning
that w.status = cons. Setting cn := u and setting σ to be a saturation path
of w in G maintains the invariant.

By Remark 1, the branch formed by the instances of cn is an open branch of T .

Theorem 1. Let CL be a tableau calculus, X a finite formula set, and G =
〈V,E〉 the graph constructed by Algorithm 1 for X using CL, with τ ∈ V as the
initial node. Then X is CL-consistent iff τ.status = cons.

This theorem immediately follows from Lemmas 2 and 3.

Corollary 1. If CL is a tableau calculus with the analytic subformula property
and X∗CL has a polynomial size in the size of X and the length of L, then Algo-
rithm 1 is an exptime decision procedure for checking CL-consistency.

Proof. The exptime complexity is established by Proposition 1.

4 An Example of Application of the Framework

In this section, we demonstrate the usefulness of our general formalization of
global caching by showing how it can be applied for the description logic ALC.
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>I = ∆I ⊥I = ∅ (¬C)I = ∆I \ CI

(C uD)I = CI ∩DI (C tD)I = CI ∪DI

(C v D)I = (¬C tD)I (C
.
= D)I = ((C v D) u (D v C))I

(∀R.C)I = {a ∈ ∆I | ∀b.(a, b) ∈ RI implies b ∈ CI}

(∃R.C)I = {a ∈ ∆I | ∃b.(a, b) ∈ RI and b ∈ CI}.

Fig. 3. Interpretation of Complex Concepts

4.1 Notation and Semantics of ALC

We use A for atomic concepts, use C and D for arbitrary concepts, and use R
for a role name. Concepts in ALC are formed using the following BNF grammar:

C ::= > | ⊥ | A | ¬C | C u C | C t C | C v C | C .= C | ∀R.C | ∃R.C

An interpretation I = 〈∆I , ·I〉 consists of a non-empty set ∆I , the domain
of I, and a function ·I , the interpretation function of I, that maps every atomic
concept to a subset of ∆I and every role name to a subset of ∆I × ∆I . The
interpretation function is extended to complex concepts as shown in Figure 3.

An interpretation I satisfies a concept C if CI 6= ∅, and validates a concept
C if CI = ∆I . Clearly, I validates a concept C iff it does not satisfy ¬C.

A TBox (of terminological axioms/global assumptions) Γ is a finite set of
concepts: traditionally, a TBox is defined to be a finite set of terminological
axioms of the form C

.= D or C v D, where C and D are concepts without .=
and v, but the two definitions are equivalent. An interpretation I is a model
of Γ if I validates all concepts in Γ . We also use X, Y to denote finite sets of
concepts. We say that I satisfies X if there exists d ∈ ∆I such that d ∈ CI

for all C ∈ X. Note: satisfaction is defined “locally”, and I satisfies X does not
mean that I is a model of X.

We say that C is satisfiable w.r.t. Γ if some model of Γ satisfies {C}. Sim-
ilarly, X is satisfiable w.r.t. (a TBox of terminological axioms/global assump-
tions) Γ if there exists a model of Γ that satisfies X.

4.2 A Tableau Calculus for ALC

We present a tableau calculus for ALC. Formulas used for the calculus are con-
cepts in negation normal form (where .= and v are translated away and ¬ occurs
only directly before atomic concepts). The logic ID for ALC has a parameter
standing for a TBox Γ of global assumptions. Formulas of the TBox are also
assumed to be in negation normal form. The tableau calculus CALC for ALC
(parameterised by a TBox Γ ) consists of the rules listed in Figure 4. In those
rules, X denotes a formula set, and if Y and Z are formula sets, then (Y ;C) de-
notes the set X ∪{C}, and (Y ;Z) denotes the set Y ∪Z. The function initCALC
is defined by initCALC(X) = X ∪ Γ .
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(⊥′) X ;⊥
⊥ (⊥)

X ; A ; ¬A
⊥ (u)

X ; C uD
X ; C uD ; C ; D

(t)
X ; C tD

X ; C tD ; C | X ; C tD ; D
(∃R)

X ; ∃R.C
{D : ∀R.D ∈ X} ; C ; Γ

Fig. 4. The tableau calculus CALC for ALC (parameterised by a TBox Γ ): (⊥′) and
(⊥) are (⊥)-rules, (u) and (t) are static rules, while (∃R) is a transitional rule.

Let Sf(C) denote the set of all sub-concepts of C (including itself) and let
Sf(X) =

⋃
C∈X Sf(C) ∪ {⊥}. The calculus CALC has the analytic subformula

property with X∗CALC = Sf(X ∪ Γ ). Note that this set has a polynomial size in
the sizes of X and Γ .

The calculus CALC is sound if for all finite sets Γ and X of concepts, X is
satisfiable w.r.t. Γ implies X is CALC-consistent w.r.t. Γ . It is complete if for
all finite sets Γ and X of concepts, X is CALC-consistent w.r.t. Γ implies X is
satisfiable w.r.t. Γ .

4.3 Applying the Framework

It can be shown that the calculus CALC is sound and complete [6], i.e. CALC-
consistency w.r.t. a TBox Γ coincides with satisfiability w.r.t. Γ in ALC. By
Corollary 1, it follows that global caching can be applied for CALC and Al-
gorithm 1 is an exptime decision procedure for checking satisfiability w.r.t. a
TBox in ALC.

5 Conclusions

We have generalised our previous work to give a rigorous formalisation of global
caching for abstract modal tableaux. Our global caching method is sound and
applicable to different tableau calculi of exptime-complete modal or description
logics to produce optimal (exptime) decision procedures. As shown in [8, 13],
global caching co-operates very well with other optimization techniques.
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